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Abstract—This project implements a dual-threaded SMT pro-
cessor with USB host support. Shared resources such as fetch
stage, execution units and memory pipelines optimize area and
power efficiency. A pin-efficient I/O interface and AXI4-Lite
interconnect enable FPGA-based memory communication. The
USB host, using a ULPI wrapper for the USB3300 PHY, supports
basic HID devices. Despite constraints like limited pins and area,
the system integrates theoretical and practical advancements,
demonstrating real-world functionality.

I. INTRODUCTION

This project presents a dual-threaded Simultaneous Mul-
tithreading (SMT) processor implementation with integrated
USB host capabilities. The processor features SIMT and
MIMT capabilities with segmentation support for memory
management, utilizing selective resource sharing to optimize
area while maintaining performance. Notable design elements
include a pin-efficient IO interface that employs data serial-
ization to overcome physical pin limitations, and an AXI4-lite
based memory system implemented on FPGA for enhanced
debugging capabilities. The architecture balances theoretical
computer architecture concepts with practical functionality
by incorporating USB HID device support and basic display
capabilities, resulting in a complete system that can demon-
strate real-world interactions beyond traditional waveform-
based verification.

II. MAIN FEATURES AND FUNCTIONALITY
A. Dual-Threaded SMT Processor

The processor features a dual-threaded Simultaneous Mul-
tithreading (SMT) architecture with segmentation support for
memory management. It supports two operational modes,
SIMT and MIMT. Single Instruction Multiple Threads (SIMT)
shares code and data address space with separate stack ad-
dress space. Multiple Instruction Multiple Threads (MIMT)
have separate code, data and stack address spaces for each
thread. Shared fetch stage and execution units are designed
for efficient resource utilization, with shared memory pipeline
for memory operations and a unified reservation station for
computational instructions. Physical register allocation is man-
aged using a shared Free List, with individual Reorder Buffers
ensuring thread isolation and precise state management. Trade-
offs are considered when deciding which structures to be

shared or separate. For memory management, we also put in
a backup mode called legacy mode just in case there is a post
silicon bug in the segmentation module. In legacy mode, we
have a SIMT/MIMT pin, when the pin is set bit 31 is forced
to be the hart id.

B. USB Host Controller

The USB host controller is designed to manage basic
USB functionalities, particularly for Human Interface Devices
(HID) like keyboards and mice. It includes a custom ULPI
wrapper to reduce pin usage and interface with the USB3300
PHY, enabling effective communication with USB devices.
Key functions include device enumeration to assign addresses,
endpoint initialization for data transfer, and periodic polling
of devices for input data. These features ensure seamless
integration of USB capabilities within the system.

C. Pin-Efficient I/O Design

To address the severe constraint of having only 48 pins,
the design employs data serialization techniques to minimize
pin usage while maintaining full functionality. Sixteen pins are
allocated for memory operations, with compact control signals
for read and write operations. For USB communication, a
ULPI interface reduces the required pin count to 12, balancing
the competing demands of physical constraints and system
performance. These optimizations enable the processor to
operate efficiently within the limited pin budget.

D. AXI4-Lite Bus Interconnect

The AXI4-Lite bus serves as the communication backbone,
connecting the SMT processor and USB host controller to
FPGA-based memory. The design includes an SMT AXI
Master to handle memory requests from the processor, a
USB AXI Master to manage USB data transactions, and an
arbiter that prioritizes processor transactions while allowing
USB operations during idle states. This interconnect ensures
efficient and orderly data handling, supporting simultaneous
operations and maintaining system stability.

E. Memory Subsystem

The memory subsystem is accessed through an AXI4-Lite
interface, which uses serialized data operations to accommo-
date pin limitations. FPGA-based memory is employed to



enhance debugging and visibility. The subsystem supports
burst-based data transfers for efficient communication and
testing. Cache sizes were reduced due to area constraints,
creating a trade-off between hit rates and memory bandwidth
while ensuring the system fits within silicon limitations.

F. Debugging and Testing Capabilities

FPGA-based memory and I/O interfaces provide enhanced
observability during debugging, allowing for comprehensive
verification. Automated testing scripts validate system func-
tionality through a variety of test programs, with overnight
runs ensuring design robustness. Memory-mapped I/O and a
simplified polling mechanism for USB inputs further simplify
debugging and enhance the system’s practicality for real-world
applications.

G. Adaptations for Constraints

The project incorporates multiple strategies to address sig-
nificant design constraints, including limited pins and area.
Serialization and ULPI interfaces are used to optimize pin
usage, while cache sizes are scaled down, and low-utilization
execution units are shared to conserve area. These adaptations
enable the system to deliver robust performance within strin-
gent physical and silicon limitations.

III. HIGH-LEVEL ARCHITECTURE
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The system integrates three primary components on the
chip: a dual-threaded SMT core, a USB host controller, and
an AXI4-lite bus interconnect. All memory access from both
the core and USB host is routed through the AXI bus, which
interfaces with the FPGA-based test bench containing the main
memory. The USB host controller operates in its own clock
domain and implements a ULPI interface that connects to an
external USB3300 PHY module through FPGA GPIO relay
logic. The memory space is organized to include memory-
mapped IO regions for USB communication and a text mode
video memory block that interfaces with a display adapter,
enabling basic graphics output. This architecture strategically

places critical processing elements on-chip while maintaining
system visibility and debuggability by implementing the main
memory on FPGA. Rather than creating a purely experimental
platform limited to waveform analysis, this design aims to de-
liver a functional computer system capable of interfacing with
modern Human Interface Devices (HID) such as keyboards
and mice, making it more practical for real-world testing and
demonstration.

IV. PHYSICAL DESIGN

A. Chip Specifications
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The chip supports 200 MHz for the processor to match the
speed of FPGA IO pins and 60 MHz for the USB host to match
specifications. The total area usage of the cells is 411712.810
um? and the power consumption is 75.72 mW according to
Innovus. The pin configuration is as follows:

e 1 pin 200MHz processor clock
1 pin for processor reset

¢ 1 pin for legacy mode toggle

¢ 1 pin for SIMT/MIMT mode (in legacy mode)
o 16 pins for memory data

o 8 pins for memory address

e 3 pins for memory control

e 1 pin for 60 MHz USB clock
e 1 pin for USB debug

« 1 pin for USB reset

e 3 pins for USB control

¢ 8 pins for USB data

« 3 VDD

e« 4VSS



10 metal layers are used (M1-M9 and AP) in our processor.
M6-M9 are power only, and the AP layer is only used for
decorating the chip with our names and the ”T” symbol.

B. ARM Physical IP

Instead of SRAM, we use 2 128 x88 sized ARM register file
IPs to build our “caches”. However, this IP involves potential
ERC errors but can be waived (will be discussed later).

C. PnR

The PnR of our chip mainly involves placing these 2
ARM IPs and placing pins. Both ARM register file IPs are
rotated 90 degrees to let the power rail of IPs fit the power
distribution network of the chip (M6 and M8 vertical, M7 and
M9 horizontal). They are placed at the bottom of the chip
near the bottom edge. The routing of the chip is completed
automatically by using Cadence Innovus. Final PnR design
passes all timing checks.

D. Post PnR

The post PnR phase of our project involves DRC, LVS
check, and integrating our core with the bondpad for final
tapeout. For DRC, ”Check RR”s and all violations in the
bondpad are ignored and waived. Other DRC violations,
including common ones such as via enclosure errors (fixed
by re-layout some vias) and metal density errors (fixed by
filling metals by running scripts), are all fixed. During LVS
check, an ERC error is brought by ARM physical IP (4 floating
Nwells), which is ignored. There is also one size mismatch for
a diode in the ARM IP, however, the difference is very small
(0.01) and has been waived by Stanley. Moreover, there is a
layer missing (186;4) reported by Muse; however, referring to
the TSMC65nm PDK sheet, this layer can only be used in
SRAM to waive some DRC violations. Since we use register
file instead of SRAM, this layer should not appear, therefore
this layer missing can be waived.

V. DESIGN CHOICES AND JUSTIFICATION

A. SMT

We considered trade-offs when deciding whether to make
a resource shared or not. Making a resource shared increases
area and power efficiency but it comes at the cost of com-
plexity and risk of thread starvation. If we keep resources
separate/duplicated, we get free thread level parallelism and
guarantee of no starvation. These trade-offs are considered
for every structure in the core. For example, if we wanted
to make the ROB shared it would be difficult because we
need to make a circular queue that supports variable size
enqueue and dequeue, with support for partial queue flush
while ensuring there is no starvation. If the shared ROB only
supported single enqueue and dequeue, then there is a decrease
in performance compared to the separated/duplicated ROB
design where we take advantage of thread level parallelism
to get wider pipelines.

B. USB host design

We decided to implement a ULPI core instead of using a
UTMI core combined with a ULPI wrapper for several key
reasons. While the UTMI wrapper is open-source and verified,
our custom UTMI core is not yet fully tested or validated. This
lack of verification introduces potential compatibility issues,
as differences in our interpretation and understanding of the
UTMI protocol could result in unexpected behavior or non-
compliance with the wrapper. By avoiding the use of our
UTMI core, we reduce the risk of introducing errors into our
design.

Another important consideration is the primary functionality
of our USB implementation. Our system is designed specif-
ically for processing keyboard inputs, which is a relatively
simple use case. UTMI is a more comprehensive protocol,
supporting a wide range of advanced USB functionalities that
we do not require. By focusing on the ULPI core, which is
more streamlined and tailored for basic USB functionalities,
we simplify our design while ensuring it meets all necessary
requirements for our specific application.

The main reason for choosing a ULPI core lies in its
simplicity. ULPI has significantly fewer signals compared to
UTMI, making it easier to integrate and debug. This sim-
plicity not only reduces the development complexity but also
enhances the reliability of our implementation. Furthermore,
ULPI is supported by a well-documented specification that
provides detailed examples and scenarios. This documentation
has been invaluable in helping us understand the protocol and
in developing robust testbenches to validate our design.

In summary, the decision to adopt a ULPI core was driven
by the need for simplicity, reliability, and alignment with our
project’s specific requirements. The ULPI protocol offers a
practical and well-supported alternative, allowing us to focus
on delivering a functional and robust USB implementation for
keyboard input processing.

VI. VERIFICATION AND TEST STRATEGY
A. SMT

The processor is verified with RVFI and Spike with var-
ious test cases such as coremark and mergesort running on
each thread simultaneously. We have a script that runs many
combinations of testcode. For SIMT, we have separate simple
custom test code to verify functionality. In order to verify
the netlist, the netlist version is ran in parallel with the RTL
version of the processor. On every clock cycle, the value of
the top-level inputs and outputs as well as the ports to the
ARM IP and the physical registerfile are compared.

B. USB host

To ensure robustness in our USB implementation, we in-
cluded a Design-for-Test (DFT) feature as a fallback mecha-
nism in case the USB core does not function as expected. If
the USB host fails to correctly retrieve HID (Human Interface
Device) data from the keyboard, this feature allows us to
intervene and maintain functionality. Specifically, when the
debug pin is set to high, the DFT mechanism enables manual



input of data directly into the FIFO, bypassing the USB core.
The data is then forwarded to memory, where it becomes
accessible to the processor. This ensures that even in the
event of a USB core malfunction, the system can still handle
essential data exchanges, allowing for debugging and minimal
disruption to overall operation.

For verification, we employed a comprehensive two-fold
approach to validate the reliability and correctness of our USB
design. First, we relied on a detailed ULPI protocol document
that thoroughly outlines various scenarios the USB system
may encounter. This document provided insights into potential
edge cases and typical exchanges in USB communication,
particularly those relevant to a keyboard sending HID data
packets. By implementing these scenarios, we were able to
simulate real-world interactions, including the transmission of
data from a keyboard to the host. This helped us assess how
well our USB design handles practical use cases and edge
cases.

Additionally, this systematic approach to verification not
only allowed us to confirm compliance with the ULPI protocol
but also ensured our design’s robustness under diverse oper-
ating conditions. By simulating realistic data exchanges and
testing against well-documented scenarios, we were able to
identify and address potential issues early in the design phase.
This combination of DFT features and thorough verification
processes has strengthened the reliability and resilience of our
USB implementation.

C. USB PHY

The verification and testing of USB PHY presented unique
challenges as we found very few USB2.0 PHY chips with
ULPI interface available in the market. The Microchip
USB3300 series was identified as the only suitable option.
However, documentation for both the USB3300 chip and
the ULPI protocol itself was notably scarce. Although we
purchased the USB3300 development board with FPGA con-
nectivity, interacting with such a black box proved chal-
lenging, especially given its 480MHz operating frequency
and 60MHz output with internal PLL and cannot slowdown.
The USB2.0 protocol’s millisecond-level timing requirements
made it virtually impossible to capture waveforms during
extended operation periods.

Fortunately, we discovered a USB3300 behavioral simula-
tion code on an FMF website, contributed by an anonymous
author. However, this VHDL implementation from 2008 used
outdated libraries like vita2000 and consisted of multiple com-
ponents totaling over 4,000 lines of code. The simulator was
incomplete with numerous unfinished sections and functional
defects. Its included test platform contained only one data
transmission test that violated USB2.0 protocol specifications.
Nevertheless, this open implementation provided valuable in-
sights into USB PHY structure.

We utilized Modelsim’s multi-language capabilities to create
a Verilog wrapper around the VHDL code and integrated it into
our custom test platform. This setup allowed us to connect
our preliminary USB host with verified open-source USB

2.0 device core code from GitHub for system-level testing.
While this process caused some project delays, we adjusted
our team structure by allocating half of our resources to testing
acceleration. Through collaborative effort and dedication, we
successfully completed the entire USB2.0 protocol information
transmission process. We modified and added over 400 lines
of VHDL code to implement all functionalities required for
USB2.0 FS mode (12Mbps) operation. Throughout this pro-
cess, we learned from our debugging experiences and gained
comprehensive understanding of nearly all USB2.0 protocol
details.

Our enhanced implementation included the following fea-
tures:

o Startup PHY reset and configuration

e Tx command register configuration

o Pull-up Pull-down resistor simulation

o Plug in and disconnect linestate detection

o Plug in Device reset

o Device reset pull down

e Plug in Set address and configuration

e Ims SOF packet keepalive

o Send Rx token

« Polling data packet

o Disconnect handling

e CRC5 and CRC16

o Half Duplex separation

« NRZI differential signal encoding and decoding

o EOP Pull down

o PID action sequence

VII. COMPARISON WITH PROPOSAL
A. SMT

The SMT processor is the same as what was proposed. It is a
dual threaded SMT processor and connects with the USB host
and FPGA side memory through an AXI4-lite interconnect.

B. USB host

We decided to shift from our initial design proposal of using
a UTMI core with a ULPI wrapper to directly implementing a
ULPI core. The primary reason for this change is that, while
the UTMI wrapper we planned to use is open-source and
verified, our own UTMI core is not, which introduces potential
compatibility risks. Our understanding of the UTMI protocol



may differ from the wrapper’s implementation, leading to
possible mismatches in functionality. Additionally, our USB
functionality is focused primarily on processing keyboard
inputs, which does not require the more complex features
provided by the UTMI protocol. The main factor driving this
decision is that ULPI has fewer signals, making it significantly
easier to implement and debug. Furthermore, the ULPI pro-
tocol is supported by a comprehensive and well-documented
specification, which provided detailed scenarios that allowed
us to develop reliable testbenches, ultimately enhancing the
robustness of our design.

VIII. POST-SILICON VALIDATION PLAN

Before the chip comes back in February, we will set up
the memory and logic in the FPGA. The breadboard will also
start be set up as likely a breakout board for the chip as all of
its connections will be to the FPGA. We will test the chip’s
functionality by having it run programs loaded into memory.
We can check the FPGA memory to ensure proper operation
of the code. The USB debug feature can be used to check if the
USB host is working properly. A keyboard will be plugged in
to test functionality as well. Evan and Kasin will likely work
on this in the following semester.

IX. GROUP ASSIGNMENT

A. Before Midterm

o Core: Kasin, Kaifeng
o AXI: Haoyu, Jiawei
e USB: Leon

o PHY: Evan, Tianji

B. After Midterm

o Core: Kasin
o USB: Leon, Jiawei, Kaifeng
o PHY: Evan, Haoyu, Tianji

X. INDIVIDUAL CONTRIBUTIONS

A. Kasin

o All of SMT implementation/debug/verification

e segmentation support for memory management

o Shared fetch stage

o Shared memory pipeline

 Shared functional units

o Shared reservation station

« Partial flushing in shared structures

o Ensure fair sharing of resources

e Memory generation script (MIMT)

o Top level testbench

e Other CPU and cache structural changes/optimizations
(SIMT+MIMT)

B. Kaifeng

e SRAM generation

o Automated verification script
 Architecture design ideas

« ULPI Host improvement

o ULPI PHY rework

o USB system verification

C. Evan

o Memory/FPGA interface simulator

o AXI4-lite interconnect

o AXI4-lite integration and verification

o AXI4-lite with 10O burst support

o Synthesis & PnR scripts

o Synthesis and post PnR netlist verification
e Post PnR

o Top level module

D. Haoyu

o AXI4-lite CPU Master/Slave & Test verification
o AXI4-lite with IO burst support

o AXI4-lite USB Master

o AXI Top module

o CPU Top module

e PnR scripts analysis

o Placement improvement(IP)

E. Jiawei

o AXI4-lite M/S (unused)
o AXI4-lite TB (unused)

o ULPI TB verification

« USB Behavior Modeling
o ULPI Host verification

o USB system verification

F Leon

o USB host implementation

o ULPI wrapper implementation
o USB chip integration

o ULPI host implementation

o ULPI host verification

G. Tianji
o Post validation
¢ PnR
o Post PnR (fixing DRC violations and chip integration)
o Physical design debugging after trial gds

XI. MAJOR CHALLENGES
A. SMT

Initially, we were not sure about the setup for SIMT and
MIMT. There were also some weird bugs related to thread
pipelining for shared structures. For segmentation, the initial
boot time setup of the memory segments was also kind of
weird but we figured a way to make it work.



B. USB host

One of the most significant challenges we encountered while
implementing USB was the limited availability of compre-
hensive information about its architecture. While there are
resources that provide details on the structure of USB packets
and the types of data they carry, these resources often lack
context regarding how these packets are utilized in real-world
scenarios. For instance, they describe what kind of data each
packet contains but fail to explain where and when these
packets should be used in specific USB operations. This lack
of practical guidance made it extremely challenging to design
a finite state machine (FSM) capable of handling the various
stages of data transfer. We had to invest considerable effort
in understanding and deducing how the protocol operates
under different conditions, which involved piecing together
fragmented information and testing various scenarios.

Another major challenge was the complexity of the UTMI
protocol and the limited documentation available for it. Al-
though UTMI provides a wide range of functionalities, it
comes with numerous signals whose purposes and interactions
are not well-explained in the available resources. This lack
of clarity often made the design process confusing and time-
consuming, as we struggled to interpret and implement the
protocol correctly. The sparse documentation left us uncer-
tain about key implementation details, which significantly
increased the risk of introducing compatibility issues in our
design.

These challenges ultimately led us to shift our approach and
adopt a ULPI core instead. Unlike UTMI, ULPI is simpler to
work with, as it has fewer signals and a more straightforward
interface. Additionally, the ULPI protocol is supported by a
well-documented specification that provides detailed examples
and scenarios, which proved invaluable in our design and
verification process. By choosing ULPI, we were able to
streamline our implementation and focus on delivering a robust
and functional USB design tailored to our requirements.

C. USB PHY

Implementing and verifying the USB PHY interface pre-
sented several major challenges in our project. The primary
obstacle was the scarcity of both hardware and documentation
- we found very few USB2.0 PHY chips with ULPI interface
available in the market, with Microchip’s USB3300 series
being the only suitable option. Documentation for both the
USB3300 chip and the ULPI protocol itself was notably
limited. Physical testing proved extremely difficult as the
USB3300 operates at 480MHz with internal PLL and cannot
slowdown,making it challenging to capture waveforms during
extended operation given USB2.0’s millisecond-level timing
requirements.

To overcome these challenges, we leveraged a behavioral
simulation code for USB3300 discovered on an FMF website.
While this VHDL implementation from 2008 provided a
starting point, it required substantial modifications. The code
base, consisting of over 4,000 lines across multiple compo-
nents, used outdated libraries like vita2000 and contained

numerous incomplete sections. The simulation lacked critical
features like proper weak pull-up/pull-down support, which
we addressed by creating dedicated modules to bypass signal
strength calculations and implement realistic connection simu-
lation. We also restructured the original half-duplex separation
logic to properly handle bidirectional communication timing.

A particular verification challenge arose with NRZI (Non-
Return-to-Zero Inverted) encoding, as the signal transitions
proved difficult to verify manually. The original test platform
included only a single, non-compliant data transmission test.
To address these limitations, we utilized Modelsim’s multi-
language capabilities to wrap the VHDL code in Verilog and
developed a comprehensive test environment. By integrating
our preliminary USB host with verified open-source USB
2.0 device core code from GitHub, we were able to conduct
thorough system-level testing.

Despite causing some project delays, we adjusted our team
structure by dedicating half of our resources to testing acceler-
ation. Through collaborative effort and systematic debugging,
we successfully implemented all required functionalities for
USB2.0 FS mode (12Mbps) operation, adding over 400 lines
of VHDL code in the process. This extensive work encom-
passed everything from basic PHY configuration and reset
handling to complex protocol features like CRC verification,
NRZI signal processing, and proper EOP (End of Packet)
management. The challenges encountered ultimately led to
a deeper understanding of USB2.0 protocol intricacies and
resulted in a robust, fully-functional implementation.

XII. DOCUMENTATION

A. Simultaneous Multithreading (SMT) processor

The core implements a Simultaneous Multithreading (SMT)
processor with external memory interface. Due to physical
constraints of having only 48 available pins and limited area,
we implemented designs for efficient pin utilization while
maintaining necessary functionality.

1) Front End Design: The processor implements a dual-
pipeline front end architecture to support 2-wide fetch(two
threads). Each thread has its own dedicated fetch, decode,
and register renaming logic path. During operation, the fetch
stage simultaneously retrieves two instructions - either from
the same address in Single Program Multiple Threads (SPMT)
mode or from different addresses in Multiple Program Multi-
ple Threads (MPMT) mode. In SPMT mode addresses are
not virtualized, in MPMT mode addresses are virtualized.
These instructions then traverse separate decode units and
flow through independent Explicit Register Renaming (ERR)
logic, each with its own 32-entry Register Alias Table (RAT).
While the RATs operate in different naming spaces, they
share a common 32-entry Free List for physical register
allocation, ensuring efficient resource utilization. This design
allows instructions from both threads to be safely merged
into a unified execution pipeline after renaming, maximizing
throughput and hardware utilization while maintaining proper
instruction isolation between threads.
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2) Execution Stage Design: The execution stage employs
a hybrid approach to resource sharing between threads. All
memory operations (Loads and Stores) are directed to a
dedicated Load Store Queue (LSQ) for D-cache access, while
computational instructions from both threads are merged into a
shared 8-entry reservation station. Through performance anal-
ysis, we discovered that multiply and divide operations have
significantly lower utilization compared to other execution
units, leading to our decision to implement a single shared
MULT/DIV unit scheduler between both threads without im-
pacting Instructions Per Cycle (IPC) performance while reduc-
ing area overhead. Other high-demand execution units, such as
ALU and Branch units, are duplicated to maintain throughput.
A key challenge in this shared execution environment is
implementing fair arbitration between threads and handling
partial pipeline flushes when exceptions or mispredictions
occur in shared structures, requiring careful design of the
scheduler logic to maintain proper instruction ordering and
thread isolation.

3) Commit Stage Design: The commit stage maintains
thread isolation through separate structures while efficiently
managing shared resources. Upon instruction completion, re-
sults are broadcast through a unified Common Data Bus
(CDB) to update the 96-entry Physical Register File (PRF).
Each thread has its own dedicated 16-entry Reorder Buffer
(ROB) and 32-entry Retirement Register Alias Table (RRAT)
to maintain precise state and enable independent commitment
of instructions. This separation allows each thread to com-
mit instructions and handle exceptions independently with-

out affecting the other thread’s execution (maximizes TLP).
When instructions commit, their previously mapped physical
registers are returned to a shared 32-entry Free List, which
efficiently manages physical register allocation between both
threads. This design provides a balance between thread isola-
tion for correctness and resource sharing for efficiency.

B. AXI design

1) AXI4-Lite: General Setup: Two AXI masters (SMT core
and USB) with one AXI slave that connects to IO ports to
FPGA side memory. Interconnect arbiter that chooses which
master the slave is directly connected to with the SMT master
having priority.

2) SMT AXI Master: Made in accordance with the SMT
memory arbiter that sends one memory request at a time and
waits for a response. Address and write data information is
sent into the interconnect as soon as the memory request is
made. If the slave is not ready (servicing USB request), data
and valid signals are registered as SMT makes a single cycle
request, allowing the initial address and write data (on writes)
handshake to occur as soon as the AXI slave is ready.

3) USB AXI Master: Made almost identically to the SMT
AXI Master except, it does not send out read requests and
the USB only writes to memory. Corresponding read request
signals needed for the AXI interface are hardwired to O if it is
a control signal. The write address is hardwired to a memory
address reserved for USB.

4) AXI Slave: Registers valid addresses and write data from
either one of the masters when it is ready to take a request.
Then serializes the data to the FPGA side with a 4 cycle
burst while simultaneously driving the read or write control
signals. On memory response, if it is for a write, it sends a
valid response signal back to the master. If it is for a read, it
deserializes a 4 cycle read data burst and then raises the valid
response to master when all 64 bits are received.

5) AXI Interconnect: Serves as an arbiter for the two
masters. Directly connects the slave with the chosen master.
Places priority to SMT AXI master by having it connected
to AXI slave by default. Only connects to USB master if the
USB master initiates a transaction before SMT master does,
or if the USB master initiates a transaction while the slave is
servicing the SMT master and the SMT transaction finishes.

C. USB host design

The USB initialization process occurs when a device is first
connected to the host. This process involves multiple stages
to establish communication and prepare the device for data
transfers:

1) Set-up Address: After receiving the device descriptor,
the host assigns a unique address to the device through a
control transfer known as Set Address. Initially, the device
uses a default address of 0, and after the host sends the Set
Address request, the device switches to the newly assigned
address for all future communication.



2) Set-up Configuration: After assigning an address, the
host requests the device’s configuration descriptor, which
includes details about the device’s interfaces and endpoints.
The host then selects a configuration using a Set Configuration
control transfer. This step is crucial because it activates the
device’s endpoints, enabling full functionality.

3) Endpoint Initialization: Once the configuration is set,
the device’s endpoints are ready for data transfer. Endpoints
represent data channels for communication between the host
and the device, and each endpoint is defined with its type
(control, bulk, interrupt, or isochronous) and direction (IN
or OUT). Handling USB Input (Interrupt Transfers) After
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initialization, the host is ready to communicate with the device,
particularly in cases where real-time data transfer is needed,
such as with USB keyboards or mice. For such devices,
interrupt transfers are used. These transfers are host-initiated
and occur when the host periodically polls the device to check
if it has data to send, such as a keystroke. The process of
handling USB input through interrupt transfers involves the
following steps:

4) Polling with IN Token: The host sends an IN Token
packet to the device, polling its interrupt endpoint to check
if any data is available. The token consists of a sync field,
a PID (Packet ID) representing the IN request, the device’s
address, the endpoint number, and a CRC for error checking.

5) Device Response: If the device has data (such as a
keystroke from a keyboard), it sends a Data packet back to
the host. The data packet includes a PID (usually DATAOQ or
DATA1), the actual data (e.g., the keycode for the pressed
key), and a CRC16 for error detection. If the device has no
data to send, it responds with a NAK packet, indicating that
the host should try again later. If an error occurs, the device
may send a STALL packet to signal a failure condition.

6) Acknowledgment (ACK): Upon successful reception of
the data packet, the host sends an ACK packet to the device,
acknowledging that the data was received without errors. This
handshake ensures reliable data transmission between the host
and the device.

XIII. TESTING INSTRUCTIONS
A. Netlist Testing

1) Go to /home/evanhz2/SMTcore/smt_core/sim on the
ECE498HK VM.

2) Run ”module load synopsys/2021.lua” and “export
PATH=$PATH:/ece498hk/libs/riscv/bin”.

3) make run_top_tb_pnr2
PROG-=../testcode/coremarks/coremark_im.elf
PROG2=../testcode/competition_suite/mergesort.elf
to run coremark on the thread 0 and mergesort on
thread 1.

a) There may be a few lint and sdf warnings when
this is ran the first time, just rerun the command.

b) Any program in the testcode folder can be ran for
either thread.

¢) The program “usb_usage.s” can be ran for a thread
to continuously poll the USB memory location to
read data that is being written in by the USB
testbench running in the top testbench. NOTE: This
takes a very long time to run as the USB testbench
is only set to transfer new data every 3 ms and the
test code waits for 4 sets of data to be transferred.

4) An UCLI prompt will come up. Run “tcheck
top_tb_pnr/dut all -msg -disable -r’, “tcheck
top_tb_pnr/dut all -xgen -disable -r”, and “run”

on the command line. This disables timing checks for
the HDL version of the processor running in parallel
with the netlist and starts the simulation (the HDL
version is instantiated as “dut” on the testbench and the
netlist version is “dut_pnr”).

5) If the USB testing program is not ran, spike can
be ran with make spike2 ELF=bin/coremark_im.elf
ELF2=bin/mergesort.elf

B. DRC and LVS

1) Go to /home/tianjig2/SMT02/smt_core/post on the
ECE498HK VM.
2) Run ”“module load cadence/2023-05.lua” and “module
load calibre/aoi_2020.3_24.16".
3) Run ”virtuoso”
4) Go to the cpu_trial library and open the layout for the
cpu_top cell
5) DRC can be ran using
/ece498hk/libs/newer_drc_rules
a) All DRC violations that appear are either recom-
mended or part of the IO ring and are included in
the DRC waiver presentation

the DRC rulesets in

6) For running LVS, make sure to set the
Netlist Export under Calibre/Setup as
”/home/tianjig2/SMTO02/smt_core/post/scripts/calibre_
netlist _export.params” first and after loading in the
LVS ruleset from /ece498hk/libs/newer_drc_rules, the
netlist input is out.cpu_top.src.net. This is the netlist
after running it through the script that fixes the IP
netlist components.



a) There will be 1 LVS mismatch due to a small
width mismatch in a diode, however, this has been
waived.



