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Abstract—This document is an overview of the GRAPE chip
tapeout project. It contains a project summary, post-silicon
validation plan, individual contributions, major challenges en-
countered, design-level documentation, and methods for testing
the design.
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I. INTRODUCTION

This document serves as the final report and technical doc-
umentation for GRAPE, the CGRA accelerator developed for
tapeout as part of the ECE 498HK class at UIUC. GRAPE is a
coarse grained reconfigurable array (CGRA) accelerator chip
designed for low power acceleration of dataflow algorithms.
The project also includes a compiler built from scratch to
translate programs to a bitstream for GRAPE, allowing it to
accelerate computation kernels programmed in a high level
language.

II. PROGRESS SUMMARY

This section summarizes the progress to date on the GRAPE
project.

A. Main Features and Functionality

As described in the introduction, GRAPE is a CGRA
accelerator designed for low power acceleration of dataflow
algorithms. It can perform all ALU operations including
comparisons, predication, and multiplication on 16-bit wide
input vectors, and route the outputs globally between rows.
This allows for the acceleration of complex operations such
as matrix multiplications, reduction trees, and Fast Fourier
Transforms (FFTs) to name a few. GRAPE can also be pre-
programmed with multiple operations as frames, allowing it
to switch operations on the fly as needed by the end user.
All of this is aided by the custom Rust-based compiler, which
can translate programs into bitstreams for GRAPE to enable
acceleration of more complex computation kernels such as
neural network layers. The current version of the GRAPE
compiler is based on encoding the scheduling, routing, and
functional unit allocation problems as a single SAT formula,

and solving them at the same time using a SAT solver. The
compiler is built using Rust, and all code can be found under
the compiler subdirectory in the repository.

B. High-Level Architecture

GRAPE mainly consists of an array of functional units, in
this case 64 of them, laid out in an 8x8 grid with switchboxes
in between to allow for global routing between rows. For
communication, I/O adapters are used to send data to/from
a host FPGA using a custom protocol described in the tech-
nical documentation section of this report. A functional unit
consists of an ALU, a comparator, and a multiplier, as well
as an accumulator register to store intermediate values and
frame registers to quickly swap between program frames. A
switchbox similarly consists of frame registers but is mostly
just a set of multiplexers for routing purposes. Before usage,
GRAPE is programmed via the host FPGA with one or more
bitstreams that encode the operational and interconnect modes
of the functional units and switchboxes respectively. Once it
has been programmed, GRAPE is provided with data via the
host FPGA over its 16 input data pins, which it then operates
on and outputs via its 8 output data pins.

C. Physical Design

GRAPE has been successfully laid out with an 8x8 func-
tional unit grid to run at 100 MHz. While it could theoret-
ically be run at a higher frequency, this is done to match
the bottlenecked I/O available for GRAPE. Running at this
frequency, power consumption comes in at an estimated 15.7
mW at full functional-unit utilization. The pinout for GRAPE
is described in more detail in section VI.C (Communication
Interface Design). In terms of area, the core occupies a square
of area 820x820µm2. The remaining area on the chip is then
taken up by the I/O pad ring.

D. Design Choices and Justification

Major design choices mainly revolved around hyperparam-
eters, such as grid dimensions and target frequency. For the



grid dimension, we went with what our core area could fit
a maximum. Due to this, RTL development was done with
extreme parameterization in mind to support pushing the area
to its limits. Target frequency was decided upon after consid-
ering I/O bottlenecks. Due to limited bandwidth (primarily
due to minimally available pins), we found it unnecessary
to go beyond 100 MHz. This is because the host FPGA we
are targeting for post-silicon validation would not be able to
support a communication frequency fast enough to match an
internal GRAPE clock much higher than 100 MHz. Other
significant design decisions include our programming model.
The original design for GRAPE involved row-addressable
programming as opposed to the finalized global program-
ming framework. While this additional flexibility could prove
useful, we felt like the limited frequency of reprogramming
as well as magnitude of these reprograms would limit the
usefulness of row-addressable programming. Additionally, it
could result in added difficulty with compilers to reprogram
in the most optimal way. Thus, going with a global shift-
based programming model seemed the most optimal. This is
supported even more with the finalized design accomodating
four programming frames.

E. Verification and Test Strategy

For verification, we first wrote testbenches for use with
Verilator to quickly test RTL functionality, and later switched
to running testbenches through VCS once the Verilator results
were deemed satisfactory. The testbenches follow a very
methodical and similar structure that is described in more
detail in section VI.E (Verification). The same testbenches
were used to test the RTL as well as the post-synthesis and
post-PnR netlists, albeit with some small tweaks in between
to better match timing constraints that we wanted to test for
on the netlists. As for DFT, we are able to dump the full
stream of programmed data stored in each functional unit by
shifting in garbage data into the program registers instead,
which allows us to confirm if the functional units have been
properly programmed. If the programming is correct, then
dataflow should be easily verifiable by simply sending in
inputs and checking outputs, which is how our testbenches
check for correctness as well.

F. Comparison with Proposal

The final design is overall quite similar to the initial
proposal, but goes a bit above the MVP as described there
by adding support for 4 programming frames, which was
initially considered an extra feature time permitting. A major
architectural change made before the RTL freeze was the
addition of an accumulator to the functional unit in order
to store data locally, as the initial proposal instead contained
a column of memory tile blocks instead which would serve
as a sort of register file for the next row. This idea was
scrapped in favor of the accumulator as there was very little
useful utilization of the memory tiles to begin with, and area
and routing would be further hampered by having additional
register files present in every row. Past this, most other changes

were fairly minor such as adding support for an extra carry
bit per internal word allowing for predication operations to
be performed by the functional units, a lower clock speed of
100 MHz due to host clock I/O limitations, and a redesigned
interface to save some pins on output data based on maximum
possible throughput.

III. POST-SILICON VALIDATION PLAN

This section describes the plans for post-silicon validation
once the GRAPE chips return in spring 2025.

A. Bringup

Bringup will begin with PCB design, verification, and
manufacturing during the first 3 weeks of the spring semester.
Each GRAPE chip will be placed on an individual board, and
each board will be interfaced with an FPGA using standard-
pitch pin headers and 2.5V I/O. The next phase will be to
establish and verify the FPGA-to-Grape communication and to
run some basic tests. This is expected to take 2 weeks. From
this point onward, development will concentrate on multi-
GRAPE operation and compiler development and integration.
All members will be present for bringup in the spring semester.

B. Hercules Integration

We plan to integrate our existing compiler, which takes in a
kernel description IR, with Hercules, an existing compilation
system and infrastructure. This will enable automatic gener-
ation of kernels from a higher level programming language
known as Juno. This will significantly reduce developer effort
when writing programs to run on our chip, and enable us to test
and/or benchmark the existing repository of Juno programs on
our chip, and compare our performance to the same program
on GPUs or CPUs. There will be multiple opportunities to
explore GRAPE specific compiler optimizations, which we
will explore throughout bringup.

IV. DEVELOPER CONTRIBUTIONS

This section describes the individual contributions made to
the project by the developers.

A. Ethan

• Programming / bitstream design
• CGRA grid & switchbox architecture design
• Testbench bitstream generation & verification
• Incremental synthesis & PnR Tcl script development
• Post-PnR integration & scripting

B. Udit

• CGRA grid & switchbox architecture design
• Functional unit development & verification
• Top level testbench development
• Memory tile development & verification (deprecated)
• Initial synthesis Tcl script development
• Post-synth & post-PnR verification



C. Jason

• CGRA grid & switchbox architecture design
• Communication protocol design
• I/O module design & implementation

D. Ryan

• CGRA grid & switchbox architecture design
• Verilator Rust support
• Compiler design & implementation
• Buck2 integration & feature development
• Chip AP layer graphic design

E. Xavier

• CGRA grid & switchbox architecture design
• Compiler design & implementation

V. MAJOR CHALLENGES

This section describes major challenges faced when design-
ing GRAPE and how they were addressed.

A. Area Constraints

GRAPE’s tapeout is limited to 1 mm2 of area on the TSMC
65nm process, so area was of the utmost priority for GRAPE in
order to fit as much computation on the die as possible. For this
purpose, a large amount of time was spent on optimizing the
designs of the functional units and switchboxes as they take up
the vast majority of the design’s area. Interconnect area was
also not accounted for at all by synthesis, so the relatively
inaccurate area estimates resulting from this were a major
cause for concern prior to running place-and-route. However,
upon running the place-and-route scripts it was found that the
8x8 grid was able to fit on chip within 820x820µm2, so further
optimizations were deemed unnecessary.

B. Routing Congestion

Another challenge that paired hand-in-hand with the area
constraints was routing congestion, as fully global routing
between rows would be sub-optimal for area given the number
of data buses that would be located within such a small space.
Synthesis estimates not accounting for this again resulted in in-
accurate estimates, but just like with area upon running place-
and-route it was found that the inter-row routing congestion
was actually a lot more manageable than expected, so no major
changes had to be made for this.

C. I/O Throughput Limitations

GRAPE’s I/O is a relatively conservative design, and as
a result I/O throughput is a greater bottleneck than compu-
tational throughput. To preserve the simplicity of a single-
clock design, and to reuse the well-proven I/O ring design for
standard 2.5V I/O pins, GRAPE uses a parallel I/O design with
2.5V CMOS logic. Thus, the 16-pin input and 8-pin output (as
dictated by pin count limitations) only enable one operand of
input per cycle and half of an operand of output per cycle,
and the single clock is limited to 100 MHz to ensure reliable
data transfer to the host FPGA. This results in an 8-cycle
row operand transaction time that bottlenecks the otherwise

3-cycle row operand computation time. While more advanced
I/O schemes with multiple clocks or differential signaling
may have been suitable for greater throughput, these schemes
would have come at greater verification and physical design
cost or prevented use of standard I/O signaling.

D. X-Propagation

Once the RTL was thoroughly tested on Verilator, verifica-
tion switched to using VCS on the provided course VM for
correctness checking. However, upon running the testbenches
on VCS it was discovered that the design exhibited unexpected
behavior that was unable to be attributed to any specific mod-
ule initially. This was eventually attributed to X-propagation,
which we were unaware of as Verilator does not check for
it and the flag to enable it for VCS simulations was initially
disabled. Upon turning the flag on, multiple bugs related to
X-propagation were found and promptly fixed, but the initial
discovery was a major challenge at the time.

E. Compiler Timeout

Compiling complicated kernels has resulted in multiple
timing challenges for our SAT based compiler. Currently,
we are unable to compile large kernels without the SAT
solver timing after approximately 2 hours of runtime. We
are considering multiple ways forward. The first option is to
continue the SAT approach, and either a) remove the time
constraint, and or b) use a different SAT solver backend that
is faster, and or c) allow the compiler to use more computation
power, either with a faster machine or more resources on the
current machine. These approaches will be further explored
and evaluated during bringup.

VI. DESIGN DOCUMENTATION

This section discusses the design of all components of
GRAPE in detail.

A. Top-Level Design

At the top level, the CGRA is laid out as an 8x8 grid of func-
tional units, with rows of switchboxes in between, allowing
for global routing between adjacent functional unit rows. The
generation of this layout is done using numerous generate
blocks which generate the required functional_unit
and fu_sb_integrated modules and connect their
ports as needed. The communication modules (spi_fsm,
from_AXI_adaptor, and to_AXI_adaptor) are also
instantiated at the top level to provide the external interface for
communicating with the host FPGA, as is the frame select reg-
ister chain frame_sel_t frame_sel[NUM_FU_ROWS]
which controls the currently used frame for the entire grid.
The block diagram for the top level is shown below:

B. Functional Unit and Switchbox Design

The functional unit is the most important part of GRAPE,
as it is the foundational building block for the grid-based
accelerator array of the CGRA. It can be programmed to



Fig. 1. Top level CGRA block diagram

perform one of sixteen different arithmetic, logical, and com-
parison operations (controlled by fu_mode), choose between
using two new inputs or one new input and one value stored
in the local accumulator register (controlled by use_acc),
update the accumulator with the result of a new operation
(controlled by update_acc), and set the initial value of the
accumulator to store constants for runtime use (controlled by
imm). Program data is thus stored in a series of frame registers
in the following format:

typedef struct packed {
fu_mode_t mode;
logic use_acc;
logic update_acc;
logic [FU_DATA_WIDTH-1:0] imm;

} fu_program_data_t;

The functional unit control mode within is then defined as:

typedef enum logic [3:0] {
a_add = 4’b0000,
a_sub = 4’b0001,
a_mult = 4’b0010,

l_shift = 4’b0011,
l_and = 4’b0100,
l_or = 4’b0101,
l_xor = 4’b0110,
l_not = 4’b0111,

c_eq = 4’b1000,
c_neq = 4’b1001,
c_lt = 4’b1010,
c_lte = 4’b1011,
c_gt = 4’b1100,
c_gte = 4’b1101,

c_sel = 4’b1110,

pass_a = 4’b1111
} fu_mode_t;

Programming requires first selecting one of the four frames,
after which bits are shifted through akin to a shift register.
After this, frames can be switched on a global basis for all
functional units of the CGRA by writing to the frame select
register. The selected frame dictates the operation to perform
and the set of inputs to use for said operation. Beyond this,
operations within a functional unit begin once both inputs
are valid, take three cycles to perform, and broadcast their
completion by setting a valid bit high at the output. The
block diagram for a single functional unit is shown below:

Fig. 2. Functional unit block diagram

The switchbox is vital for the reconfigurability of GRAPE,
as it enables programmable global routing between rows
of functional units in order to perform complex operations
such as matrix multiplication and Fast Fourier Transforms.
Switchboxes are located between rows of functional units
and tied to the individual functional units they serve. They
are programmed similarly to the functional units, as they
also contain four frames of programming data stored within
registers. In this case however, the programming data stored
maps which functional units from the previous row to grab
outputs from in order to provide inputs for the functional unit
a switchbox serves. This data is organized as follows:

typedef struct packed {
logic [FU_COLS_BITS-1:0] a_sel;
logic [FU_COLS_BITS-1:0] b_sel;
logic [FU_COLS_BITS-1:0] c_sel_a;
logic [FU_COLS_BITS-1:0] c_sel_b;

} sb_program_data_t;

The reasoning behind the four fields is because both in-



puts to a functional unit also have a separately routed carry
bit for comparison purposes. This allows for a predication-
style operation within a functional unit, which is defined as
the c_sel mode listed for fu_mode_t. Beyond this, the
switchboxes are purely combinational in terms of how they
route data between functional units, which for the purposes of
GRAPE is fine, as both the inputs and outputs of the functional
units are registered.

C. Communication Interface Design

The communication interface is designed to reconcile the
extremely data-hungry design of GRAPE with the hard I/O
constraint of having only 48 usable pins. GRAPE’s first row
of input words is serialized by an FPGA host and transmitted
at a rate of one word per cycle over a unidirectional 17-pin
streaming interface, and a similar 9-pin interface serializes
and delivers the output data back to the host FPGA. These
streaming interfaces resemble AXI-Stream with 1 bit valid +
16 bits data in and 1 bit valid + 8 bits data out, but lacks
the characteristic ready backpressure signal. This change
removes the synchronous handshake that requires the clock
period to be greater than the I/O delay, enabling an I/O clock
rate that can meet or potentially exceed the logic clock rate.
The handshake is not necessary as GRAPE can process more
data than the interface can deliver and thus poses no risk
of stalling (provided that the host FPGA is also capable of
handling GRAPE output without stalling). The data interface
has been tested to correctly take in one word of input per cycle
and send out one byte of output indefinitely.

GRAPE is programmed through a dedicated 4-pin SPI-
like serial interface with an additional pin used for resets.
The host uses this interface to select a frame for GRAPE
to execute, and it programs these frames by shifting in
a bitstream over the interface. Frame switching and pro-
gramming can occur at any time, and programming will
always result in the old bitstream being shifted out. As
these three interfaces use a net total of 17+9+5 = 31 pins,
there are 17 unused pins remaining. Further communica-
tion interfaces were not implemented, and there were not
enough free pins to substantially improve I/O throughput.
The pinout diagram for the chip is shown in Figure 3.

One potential method of debug that was considered was
having separate clocks for the data interfaces and the pro-
gramming interface. GRAPE execution would be tied to the
data clock, and the two clocks could be run, frozen, or
stepped independently. Functional units would be debugged
by freezing the data clock at any point in execution and
independently reprogramming the CGRA to pass through the
values of the desired functional unit. Such a dual clock scheme
would thus allow the contents of any functional unit to be
dumped at any time using existing interconnect resources,
however this was not implemented in the final design over
timeline concerns.

Fig. 3. Chip pinout diagram

D. Compiler Design

We have designed and implemented a compiler in Rust
targeting the GRAPE architecture. We use kernel to refer to a
piece of a program that it wants accelerated by our CGRA. In
our CGRA, the main compilation problem is mapping a given
kernel onto a CGRA, i.e assigning each program statement to
one or more functional units, and deciding how to route values
across them. A secondary step is to translate this mapping into
a bitstream that can be used to program our CGRA. We refer
to this step as assembly, analogous to an assembler mapping
assembly code to bits. The assembler is trivial, so we do not
go into detail about it in this document.

We decided to solve the compilation problem by encoding
it into a boolean satisfiability (SAT) problem, and then using
an existing SAT solver to solve it. The kernel description IR
is a three-address code, supporting the exact same operations
that our functional units support, operating on 16 bit integers.
Our compiler currently does not attempt to map kernels across
different frames. This means we can ignore time and instead
calculate a total delay that the host must wait before the kernel
is done, after the mapping is done. We can still take advantage
of pipelining in our CGRA by cycling input values on the
same kernel, exploiting software parallelism instead. In order
to generate the kernel description IR, we use Hercules, an
ongoing research project that is a compiler for heterogeneous
compute systems.

SAT Constraints: In the following subsection we cover
some of the specific constraints, and how a kernel and CGRA
layout is encoded into a SAT problem.

Let V be the set of all program values, I ⊂ V be the set
of inputs and O ⊂ V be the set of outputs. Let W be the set
of all CGRA wires w. A CGRA ’wire’ is a 16-bit connection
between two pieces of the design. In our design, these are
connections from Functional Units to Switchboxes, and vice
versa. In most cases, these are analogous to 16-bit physical
wires. We will use the following kernel as a running example:



inputs = {a, b, c}
d = a + b;
e = d * c;
outputs = {e}

The basic proposition we use is ON [W, v] which is true
if and only if some value v is on machine data wire w. For
example, for some input wire w0 with value a, we would have
that ON [w0, a] is true.

We want to have mutual exclusion of values on wires, so
we add the constraint:

∀w, v, v′v = v′ ∨ ON [w, v] ∨ON [w, v′]

This prevents two variables being assigned to the same wire.
To map control signals to functional units, we introduce

the proposition FUOP [fui, op]. For some functional unit fui

and opcode op, FUOP [fui, op] is true if and only if fui is
programmed to calculate op on its input wires. We can then
take every expression in our input program d = a + b, and
then add the constraints:

∀fui(wx, wy, wo)ON [wx, a] ∧
ON [wy, b] ∧ FUOP [fui,

′ +′] =⇒ ON [wo, d]

where fui(wx, wy, wo) is a functional unit with input wires
wx, wy and output wo.

For a more detailed example of the rest of the necessary
SAT constraints, such as switchbox programming, functional
unit passthrough, dynamic routing, and frames, see the docu-
mentation in the GRAPE repository.

E. Verification

Verification has been done at several levels, including
module-level and top-level testing. Testbenches for testing the
functional unit have been constructed, which use randomized
input vectors to test different configurations. An example of
randomized testing for the functional unit is as follows:

task automatic basic_sanity_test();
‘TESTCASE_BEGIN("Basic Sanity Test");
vec = new();
for (int i = 0; i < 16; i++) begin

/*verilator lint_off WIDTHTRUNC*/
vec.prog_data.mode <=

fu_mode_t’(i);
vec.prog_data.use_acc <= 0;
program_functional_unit();

‘ifdef VERBOSE
‘PRINT_INFO($sformatf("Testing %0s

mode",
vec.prog_data.mode.name()));

‘endif

/*verilator lint_off
IGNOREDRETURN*/

repeat(10000) begin
vec.randomize();

send_vector_base();
while (!result.valid) begin

counter++;
@(posedge clk);

end
check_output();

end
end
‘PRINT_INFO("Sanity test done");

endtask

In addition to module-level tests, we have created a top-
level testbench with the entire CGRA as a DUT. For these
tests, we instantiate complementary interface modules so that
the testbench acts as the host FPGA. This allows us to
simulate the full bitstream programming, as well as data I/O
mechanisms. As the compiler has not yet been completed
and integrated, we systematically construct bitstreams for
several applications to test parameterized sizes of the CGRA.
Notably, we test variable-length reduction trees and small
(2x2) matrix-multiplication algorithms. Bitstream generation
examples can be seen in make_reduction_bitstream
and make_2x2_matmul_bitstream in the corresponding
basic_addition.sv and basic_matmul.sv files. Ex-
amples of data I/O and validating computations can be seem
in do_reduction_test() and do_2x2_matmul_test
in the same files.

F. Synthesis Flow

Our synthesis consisted of developing several Tcl scripts
that allow for incremental synthesis. This enables the re-
use of repeated modules - notably functional_unit and
fu_sb_integrated. These compiled netlists are then used
in place of the original SystemVerilog modules when synthe-
sizing the top-level CGRA. By applying set_dont_touch
to these internal instances, synthesis time is dramatically sped
up and general slack improved. Throughout the development
of our scripts, several additional optimizations have been
explored for improving the design’s area and timing perfor-
mance. Most notably, optimize_registers has proved
useful in improving the timing of functional units. Use of this
option removed all timing violations within functional units
when synthesizing.

G. Physical Design Process

Following incremental synthesis and post-netlist simula-
tions, additional Tcl scripts were developed to begin laying
out GRAPE. Due to its uniform, grid-based architecture,
making use of createFence allowed for easily configurable
directed placement. By pairing a simply Python script with our
SystemVerilog-defined hyperparameters (i.e. grid dimensions),
we could generate a Tcl script that would evenly partition the
core area into rectangles for each functional unit. The result of
the fencing post-PnR can be seen in the amoeba-view floorplan
(Fig. 4).

The fully laid-out GRAPE core is then integrated with the
I/O-ring macro used by previous students in ECE 498HK and



Fig. 4. Amoeba-view Floorplan

provided by Stanley Wu. This process consisted of modifying
I/O pads to match our particular pin configuration, as well
as ensure VDD / VSS grid connections were adequate. From
here, density fill scripts were ran to ensure density require-
ments were met. LVS was then performed and passed before
finalizing the cell.

Fig. 5. Final Layout

Of course, as important as technical development is, so too
was creating a design to put on top of GRAPE. Fig. 6 outlines
the design mapped to AP layer cells through Python scripting.
This design was created as a way to represent the GRAPE
developers along with the logo and references to the course.

Fig. 6. AP Layer Artwork

H. Infrastructure

Since we are co-designing hardware and software, we chose
to use a monorepo: one Git repository that contains multiple
folders for different parts of the project. Since Makefiles
become long and brittle in a monorepo, we chose to use
the Buck2 build system, an open source tool by Meta with
a small but active community. We developed SystemVerilog,
Verilator, Design Compiler, and VCS support for Buck2,
which we plan to open source soon. This support allows us
to use Verilator as our primary simulation tool, and by taking
advantage of Buck2’s auto-parallelism we can run testbenches
extremely quickly. We also developed “grid test” support for
Buck2, which allows executing a test for each combination of
parameters in an n dimensional array. Grid test support allows
us to automatically run testbenches on both our SystemVerilog
sources as well as the netlist from synthesis.

Since our compiler is in Rust, we wish to interact with
our hardware model from Rust. To this end, we developed
an extra Verilator flag, --emit-accessors, which when
enabled permits the C++ code generated by Verilator to be
safely linked with Rust using the autocxx Rust library. Our
flag has been merged into Verilator starting with stable version
5.028. We are also currently developing autocxx support for
Buck2, which we plan to open source.

Some tasks, such as synthesis or using vcs can only be run
on the class VM, while others are preferable to run locally (i.e.
simulation with Verilator). Buck2 supports transparent remote
execution, in which a build target (i.e. synthesis) may be run
remotely, but appears as if it was run locally. We simplified
existing open-source approaches to conditional remote execu-
tion with Buck2 to allow build targets (i.e. synthesis) to be
annotated for remote execution with a single line:

dc_synth(
name = "synth",
exec_compatible_with = \

["root//constraints:remote_required"],



placement = \
"//hardware/pnr_common:synth_clocked",

top = ":cgra"
)

We have found using Buck2, especially with remote ex-
ecution, to improve our productivity. While there was some
setup overhead, the simpler mental model of reproducible local
builds is easier to reason about: Buck2 guarantees that two
invocations of the same target will always return the same
result, but this is not automatic with Make.

VII. SIMULATING GRAPE

This section describes how to simulate the hardware model
for GRAPE on user systems.

A. Verilator

GRAPE supports local simulation and verification of the
RTL model through Verilator. To do so, use the following
steps:

1) Installing Required Dependencies: Buck2, Verilator, and
GTKWave are required to simulate GRAPE. Our Git reposi-
tory has a README.md file with specific instructions on how
to install each of these dependencies.

2) Running Tests: Please refer to the README.md file for
specific instructions on how to run tests.

Note that the most up-to-date build of GRAPE does not
presently support Verilator execution. This will be fixed in a
future commit.

B. VCS

GRAPE supports simulation and verification of the RTL
model, post-synthesis netlist, and post-PnR netlist through the
Synopsys VCS toolchain. To do so, use the following steps:

1) Obtaining Required Dependencies: A license to use the
Synopsys toolchain is required to simulate GRAPE, as well as
Buck2 if the user wishes to make use of remote execution. The
user can either obtain this themselves to simulate locally or
utilize of the EWS remote machines to simulate remotely. Our
Git repository has a README.md file with specific instructions
on how to install Buck2. VCS simulation through the Buck2
toolchain requires remote execution certificates; since these
are analogous to passwords, please contact us for these files.

2) Running Tests: Tests are run by using the provided
Makefile and calling upon the test command for the specific
test case the user wishes to run. This can be done for the
RTL, post-synthesis, and post-PnR netlists all from the same
Makefile.

Note that on the ECE 498HK VMs,
the files for GRAPE are located in the
/home/ryanjz2/shared/SHARED_example directory.
This includes all of the RTL files, synthesis, PnR, and
post-PnR scripts, and the Makefile to run simulations with.
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