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Dual-Core Processor

Amaan Rehman Shah, Jack Tipping, Charles Wang, Siddant Yadav, Lorenzo Silva, Josh Cudia

Abstract—This project focuses on the design, verification, and
physical implementation of a dual-core RV32 processor that
runs two threads, utilizing a hardware scheduler. The processor
features an asymmetric core architecture, integrating a high-
performance out-of-order (OOO) core and a power-efficient in-
order pipelined core. The hardware scheduler dynamically swaps
the threads running on each core to optimize performance and
power efficiency based on on-hardware performance counters.
Key design elements include L1 and L2 caches, a snoop bus
for coherency, and a custom memory protocol for off-chip
communication. The processor has been physically implemented
and taped out on a 1 mm? die area using TSMC’s 65nm process
technology. The project aims to validate the processor’s perfor-
mance by evaluating energy consumption and instruction per
cycle (IPC) metrics across varying workloads. Verification focuses
on the hardware scheduler, thread swapping, and coherency
mechanisms, ensuring adherence to the instruction set.

I. PROJECT SUMMARY

A. Main Features and Functionality

This processor is a hardware-scheduled dual-core CPU
supporting the RV32IMA instruction set, designed to handle
dual-threaded workloads. Threads are dynamically swapped
between the performance core (P-core) and the efficiency
core (E-core) without manual intervention, ensuring optimal
resource utilization. The P-core operates at 400 MHz with an
IPC of 0.19, while the E-core runs at 200 MHz with an IPC
of 0.15. Activating the hardware scheduler further enhances
performance, providing an amortized IPC boost across both
cores. The IPC, instead of being an average of both cores,
serves to boost the IPC of both threads by letting long latency
operations be handled by the E-Core while the P-Core can
exploit ILP to boost operations performed.

B. High Level Architecture

The RISC-V dual-core processor integrates a performance
core (P-core) and an efficiency core (E-core), optimized for
high-throughput and low-power tasks, respectively. A hard-
ware scheduler dynamically assigns workloads between these
cores based on performance counters, enabling efficient re-
source utilization.

The processor features L1 and L2 caches, with a snoop-
bus capable design to ensure cache coherence and improve
memory access efficiency. The L2 cache uses an exclusive
victim cache architecture for optimized storage. An atomic
memory operations (AMO) unit ensures synchronization for
multi-threaded workloads.
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Fig. 1: High Level Architecture

A unified FPGA memory interface supports off-chip mem-
ory access with asynchronous FIFOs for clock domain cross-
ing, enabling reliable communication between the CPU and
external FPGA memory.

For debugging, a debug protocol allows non-intrusive ob-
servation of internal states like register files and the program
counter, facilitating chip validation during the bring-up phase.

C. Physical Design
The RISC-V dual-core processor has been physically

implemented in TSMC 65-nm CMOS. Below are the key
details of the physical design:

Area Utilization: The total die area used is 1 mm?. The core
area is 842 x 842 pum?.

Core Utilization: 97.43%

Synthesized Area:

P-core area as a percent of total area: 28.79%
E-core area as a percent of total area: 10.46%
SRAM area as a percent of total area: 52.34%
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D. Design Choices and Justification

1) Area Reduction: Throughout the project, we
consistently faced challenges with excessive area utilization.
This issue emerged during multiple stages of the design
process: first during synthesis, then during placement, and
again during place and route. To address this, we adopted a
cyclical approach to area optimization. Initially, we focused
on achieving a functional design that met area constraints
during synthesis. Following that, we iteratively refined the
design through place and route, systematically reducing the
area at each step until we reached a final design with no
timing violations.

As part of our area reduction efforts, we eliminated the
early branch recovery unit(EBR) and branch prediction unit,
and reduced the reorder buffer (ROB) size by 75% in the
out-of-order (OOO) core. Additionally, we transitioned the

register file to a more area efficient 1-read, 1-write register
file standard cell, replacing the previously used D flip-flop
(D-FF) implementation.

2) Snoop Bus and Cache Coherency: To support cache

coherency, we opted for dual-port data caches. This decision
allowed the caches and snoop bus to operate asynchronously
without significant conflicts. By using dual-port caches, we
avoided the need to lock the caches every time a snoop
request was made, a critical improvement as cache locking
was found to severely degrade IPC, outweighing the benefits
of any singular advanced feature we considered. We also
divided the snoop bus functionality into two state machines,
one for handling cache requests and another for managing
coherence indexing. This separation ensured that data caches
remained accessible even during coherence operations, further
mitigating IPC penalties.
For the cache coherence protocol, we chose MESI (Modified,
Exclusive, Shared, Invalid). While this decision was
partially educational—given its strong association with the
University of Illinois at Urbana-Champaign (UIUC)—MESI
also provided an effective, well-documented solution for
maintaining consistency across caches in a multi-core system.
This combination of dual-port caches and MESI resulted in a
balanced approach to performance and area efficiency.

3) E-Core ISA Support: The E-core was modified to
support the same ISA as the P-core. This change ensures that
when a thread migrates from the P-core to the E-core, the
thread is not hindered by the E-core’s inability to perform
certain operations. By maintaining ISA compatibility, we
enable seamless thread migration without performance
degradation.

4) Backpressure: In our original design for the E-core,
we did not implement backpressure and instead froze the
pipeline whenever there was an issue with load/store or fetch
operations. However, after adding asynchronous FIFOs, we
observed a 5x reduction in IPC. To address this, we introduced
backpressure. This change allowed us to compensate for
the synchronization costs associated with the clock-domain
crossing (CDC) and improve performance.

E. Comparison with Proposal

The original design plan for the project involved creating
a dual-core processor with one out-of-order (OOQ) core and
one pipelined core, both operating under the RV32 ISA.
As the project progressed, several key feature changes and
adjustments were made:

1) Cache Design: Originally, the L1 caches were
designed to be 4-way set associative, but due to area
constraints, they have been simplified to direct-mapped
caches. The new configuration uses a 64-bit cache line with
128 sets, a significant change from the original design. To
help assist in assuring instruction flow was every cycle, we
made the instruction caches pipelined to counteract some of
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the performance losses in making our cache direct mapped.
While the design originally called for separate L2 caches for
each core, the decision was made to implement a unified L2
victim cache. This change simplifies the memory hierarchy,
reduces cache coherence overhead, and helps us get closer to
performance targets by using the snoop bus to maintain cache
coherence effectively.

2) Hardware Scheduler Evolution: The original hardware
scheduler design aimed for the software to perceive the system
as a single-core processor, with the scheduler dynamically
distributing tasks between the big and little cores. However,
this approach was modified to allow two threads to run con-
currently—one per core. The hardware scheduler now dynam-
ically switches contexts between the cores based on various
performance counters. This dynamic scheduling allows for
more efficient resource utilization and improved performance,
as the scheduler can adapt to workload demands in real-time.

E. Post Silicon Validation Plan

2025 Timeline:
January: PCB Design and Fabrication
o Complete schematic design, layout, and manufacturing of
prototype boards.
o Ensure all components are sourced and the design is
optimized for validation needs.
February: Prototype Board Bring-Up and Interface Validation
e Perform power-up tests on prototype boards.
o Conduct basic I/O sanity checks to validate initial func-
tionality.
o Begin FPGA-driven interface validation.
o Test connectivity and signal integrity for major commu-
nication interfaces.
March: Benchmarking and Advanced Validation
o Run complex test cases to benchmark system perfor-
mance.
o Validate computational
latency of both cores.

efficiency, throughput, and

As part of our effort to streamline post-silicon validation
and debugging, we implemented the ability for our processor
to enter “debug mode”. When the debug pin is asserted the
chip periodically broadcasts critical processor states, including
the program counter (PC) and register file values. This feature
provides insight into the internal operations of the processor
cores during real-time testing.

The FPGA will handle all interaction with the processor,
allowing us to send debug signals at precise timings depending
on the program running and the processor states we want to
observe. A proposed validation setup shown in figure 4.

G. Individual Contributions

Siddant focused on the design and implementation of the
P-Core and E-Core, as and the hardware scheduler, optimizing
for resource allocation. Additionally, Siddant was responsible
for managing the cache systems, specifically the L1 and L2
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Fig. 4: Bring-up Testing Setup

caches, and the integration of the snoop bus for maintaining
cache coherence. Siddant also worked on the atomic operations
and the overall Coherence and Consistency mechanisms. Post-
RTL freeze, Siddant assisted in Gate Level verification, DFT,
and general debugging. Additionally he worked with Charles
in PNR/Synthesis related scripts and Makefiles.

Amaan shared responsibilities in developing the P-Core
and snoop bus architecture, with an emphasis on cache man-
agement, particularly in relation to the L1 and L2 caches.
Amaan also contributed to implementing atomic operations to
ensure safe concurrent access to shared resources. Post-RTL
freeze, Amaan assisted in Gate Level verification, DFT, and
general debugging and he worked with Charles in PNR/Syn-
thesis related scripts and Makefiles.

Charles served as the Project Manager, overseeing the
project’s progress and coordinating tasks among team mem-
bers. Pre-RTL freeze, Charles helped run synthesis level area
estimations. Post-RTL freeze, Charles was responsible for the
full RTL to GDSII implementation flow.

Jack focused on the E-Core development (optimizations
and extending instruction set), with specific responsibilities in
the design and verification of L1 caches to ensure efficient
data access and storage. Post-RTL freeze, Jack assisted in
Gate Level verification, DFT, and general debug across the
processor.

Lorenzo designed and verified the FPGA memory man-
agement protocol.

Josh Assisted in the development of exclusive L2 cache.

H. Major Challenges

1) Area Constraints: One of the main challenges was
fitting the entire CPU design, including both cores and
caches, within a strict 1lmm? area constraint. To achieve
this, we downsized the SRAM, necessitating a switch from
set-associative to direct-mapped caches for a more compact
cache design. Additionally, we reduced functionality in the
out-of-order core, removing SID PLZ LIST REMOVALS to
save area.

During the place-and-route (PnR) stage, we encountered
persistent timing violations that optimization could not
resolve. The issue stemmed from high core utilization, which
left insufficient area for the PnR tool to place necessary
buffer cells. This required further area reductions to alleviate
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congestion and meet timing constraints.

2) Hardware Scheduler Implementation: We needed to
determine the appropriate metrics for the hardware scheduler
to trigger context swaps between the cores. These metrics
should highlight and quantify the differences between the
performance and efficiency cores. See hardware scheduler
section for full implementation details.

3) Verification: Testing the hardware scheduler and cache
coherence mechanisms was challenging. To validate the
core’s functionality, we ran CoreMark with each core running
one thread. Additionally, we designed directed tests where
both cores accessed the same memory address to verify cache
coherence. See verification section for details.

4) Gate Level Verification: Gate-level verification high-
lighted the importance of understanding RTL design from a
synthesizer’s perspective. For instance, we learned that reset
signals (rst) must be strictly confined to if-else constructs,
avoiding the inclusion of elseif statements. In certain edge
cases, the inclusion of elseif conditions led to the generation of
incorrectly synthesized netlists, resulting in unexpected circuit
behavior. This served as a critical lesson in writing synthesis-
friendly RTL.

Another noteworthy challenge we encountered was related
to counter optimization during synthesis. For example,
counters initialized to a value of 10,000 were sometimes
optimized by the synthesizer to different levels to meet
area and timing constraints. This optimization, while
functionally correct, caused discrepancies between behavioral
simulation and gate-level simulation, leading to unexpected
counter behavior. This experience reinforced the importance
of accounting for synthesis-driven modifications during
verification to ensure alignment between design intent and
physical implementation.

5) Multiple Clock Domain Implementation: Working with
multiple clock domains revealed unexpected challenges. While
we anticipated issues during gate-level or post-layout simula-
tions, a critical oversight at the RTL level involved our clock
divider. Although dividing by two seemed straightforward, the
divided clock edge coincided with the main clock edge, caus-
ing race conditions where some flip-flops captured incorrect
edges. Debugging this issue consumed significant time late in
the project.

Additionally, X-propagation highlighted synchronization
gaps, particularly with the reset signal (rst). We had to syn-
chronize rst into the slower clock domain to ensure correct
behavior with the divided clock, exposing the importance of
early synchronization analysis in multi-clock designs.

We also worked with FIFOs when solving CDC issues.
We used both FIFO ips and also made custom FIFOs for
interfacing caches and efficiency core. Within the FIFO ips

6) SRAM IP LVS issues: The processor employs 0.62
um? bit-cell SRAMs from an ARM IP generator, providing
superior density compared to manually synthesized designs.

However, the ARM IP utilizes non-standard cell transistors,
which caused issues during the LVS process. Mentor Calibre
was unable to recognize many SRAM components, resulting
in errors.

To address this, we replaced the IP’s schematic devices
with ones from the TSMC standard cell library. This allowed
us to import the IP schematic into Virtuoso and export in a
form suitable for Calibre. A custom script was then developed
to revert these changes in the exported netlist. Fine-tuning this
script to ensure accurate conversion was time-consuming but
essential for verification of the processor.

1. DOCUMENTATION

1) Performace Core

The performance core is an explicit register renaming
out-of-order core designed for high-throughput and operation
intensive applications. Out-of-order execution enables the pro-
cessor to find and execute instructions that do not depend on
the current stalled instruction, thereby increasing the number
of instructions that can be completed in parallel. This results
in higher ILP and better overall performance, especially in
workloads with significant instruction-level parallelism. Cer-
tain operations, such as memory loads, can take many cycles
to complete. In this processor, long-latency instructions do not
block the pipeline; instead, the processor continues executing
other instructions, ensuring that valuable execution units are
not wasted during memory fetches or other slow operations.
This processor dispatches instructions to available execution
units as soon as the necessary data is ready, keeping these
units active rather than idle. This leads to more efficient use of
the CPU’s resources and increases the number of instructions
completed per clock cycle.

This processor can also manage resource contention more
effectively in multicore systems by dynamically scheduling
instructions to reduce the impact of bottlenecks in shared
resources such as caches, memory controllers, or execution
units. This improves the scalability and overall performance of
the system. We use Explicit Register renaming: This technique
allows out-of-order processors to eliminate false dependencies
by mapping architectural registers to physical registers. This
ensures that independent instructions can execute in parallel,
even if they use the same logical register in the program’s
instruction stream.
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Fig. 5: Performance Core Block Diagram
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Key Features:

Explicit register renaming is a technique used in modern
CPUs to eliminate false dependencies (also known as name
dependencies) between instructions by dynamically mapping
architectural registers (the registers specified in the program
code) to a larger set of physical registers. This decoupling
prevents conflicts where instructions might appear to need
the same register, but do not actually depend on each other’s
data, resolving hazards like write-after-read (WAR) and write-
after-write (WAW). By renaming registers, the processor can
execute more instructions in parallel, significantly increasing
instruction-level parallelism (ILP) and improving performance,
especially in out-of-order execution pipelines.

A 2-wide execution unit refers to a CPU architecture that
is capable of issuing and executing up to two instructions
simultaneously per clock cycle. In this design, the processor
features two parallel execution units, which can handle two
independent instructions concurrently. These units typically in-
clude components like arithmetic logic units (ALUs), floating-
point units (FPUs), and load/store units, allowing the CPU to
perform two operations at once, such as arithmetic calculations
O MEemOry accesses.

The 2-wide execution capability boosts instruction-level
parallelism (ILP), enabling faster processing of workloads by
reducing the time required to execute multiple instructions.
However, the efficiency of this parallelism depends on the
availability of independent instructions that do not have data or
control dependencies. For example, if two instructions require
different resources and do not depend on each other’s results,
both can be executed in the same cycle, improving overall
performance.

Total Store Order (TSO) is a memory consistency model
commonly used in x86 processors that defines how memory
operations (loads and stores) are observed across multiple
cores or threads in a multi-core system. TSO ensures that
stores (writes to memory) are seen in the same order by all
processors, meaning that once a core writes data to memory,
other cores observe these writes in the order they occurred.
However, TSO relaxes the order of loads (reads from memory),
allowing reads to be performed out of order with respect to
previous stores that haven’t been globally visible yet. This
relaxation improves performance by enabling processors to
read data from cache or buffers before waiting for previous
writes to be fully committed to memory.

Early jump resolution allows the processor to predict the
outcome of a branch instruction based on dynamic branch
prediction techniques, enabling it to begin executing subse-
quent instructions that are likely to be part of the branch
target before the actual branch instruction has been resolved.
By speculatively executing these instructions, the processor
can reduce the number of cycles lost to stalls caused by
branches, thereby increasing instruction-level parallelism and
overall throughput.

Performance Core Interface:

module ooo_cpu # (
import rv32i_types::x;

)

input logic clk,
input logic rst,
output logic flush,
output logic jump_en,

output logic
output logic
pipeline_stalled,

jalr_done,

output logic [31:0] imem_addr,
output logic input_valid
14
input logic [31:0] imem_rdata,
input logic imem_resp,
input logic imem_stall,
input logic [31:0] imem_raddr,
output logic [31:0] dmem_addr,
output logic [3:0] dmem_rmask,
output logic [3:0] dmem_wmask,
input logic [31:0] dmem_rdata,
output logic [31:0] dmem_wdata,
input logic dmem_resp,

// HW Scheduler Ports
output logic
ooo_mult_counter_en,
output logic
ooo_mem_op_counter_en,
output logic
ooo_flush_counter_en,
output logic
ooo_rob_full_en,
output logic
ooo_alu_op_counter_en,

input logic
hardware_scheduler_en,

input logic
hardware_scheduler_swap_pc,

input logic [31:0]
hardware_scheduler_pc,

output logic rob_empty,

input logic [31:0] ppl_data
[321,

output logic [31:0] datal
NUM_REGS],

output logic [$clog2 (NUM_REGS)-1:0]
rrf_arch_to_physical[32],

input logic [63:0] ppl_order,

// Single memory port connection when
caches are integrated into design

output logic amo,

output logic [31:0]
address_to_1lock,

output logic lock,

output rvfi_commit_packet_t committer,
output logic
valid_commit_ooo
)i
endmodule




DECEMBER 2024

2) Efficiency Core:

The efficiency core is a six-stage pipelined core used to
handle less demanding workloads, while consuming minimal
power. The pipeline includes mechanisms for efficiently han-
dling load-use data hazards by implementing stall control and
forwarding logic. Specifically, the efficiency core mitigates
two common types of hazards: load-use hazards and write-
after-read (WAR) hazards. Forwarding paths are established
from the EX, MEM, and WB stages, allowing instructions
to receive their required operands directly from intermediate
pipeline registers, bypassing the need to wait for the data to
be written back to the register file. This design minimizes the
penalty of data hazards while maintaining high throughput and
efficient resource utilization within the pipeline.
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Fig. 6: Efficiency Core Block Diagram

Key Features:

A 6-stage pipeline with load data hazard detection and
data forwarding includes several key features to optimize
instruction execution and handle data dependencies. The six
stages typically consist of Instruction Fetch (IF) Instruction
Decode (ID), Execute (EX), Memory Access (MEM), and
Write Back (WB). To manage load-use hazards, where an
instruction depends on data loaded from memory by a previous
instruction, hazard detection logic in the ID stage identifies
such cases and either stalls the pipeline or uses data forwarding
to bypass the stall. Data forwarding is a critical feature that
allows intermediate results from the EX, MEM, or WB stages
to be forwarded directly to dependent instructions These mech-
anisms ensure that the pipeline runs efficiently, reducing delays
caused by data hazards and improving overall instruction
throughput. We also added functionality for multiplication,
splitting multiplication execution over the EX stage MEM
stage to ensure our critical path remained unchanged.

Efficiency Core Interface:

module pipeline_cpu # (
import rv32i_types::x;

)

input logic
input logic
// IMEM Ports
output logic
output logic
input logic
input logic
// DMEM Ports
output logic
output logic
output logic
input logic
output logic
input logic

// HW Scheduler Ports

output

ppl_mult_counter_en,

output

logic

logic

clk,
rst,

imem_addr,
imem_rmask,
imem_rdata,
imem_resp,

dmem_addr,
dmem_rmask,
dmem_wmask,
dmem_rdata,
dmem_wdata,
dmem_resp,

ppl_mem_op_counter_en,

output

logic

ppl_flush_counter_en,

output

logic

ppl_rob_full_threshold,

output

logic

ppl_alu_op_counter_en,

// Scheduler Ports

[$clog2 (NUM_REGS)-1:0]

arch_reg_file

locked_address,

lock,
amo,

data[32],
ooo_datal

ooo_order,
mem_wb_reg,

order,

input logic
hardware_scheduler_en,

input logic
hardware_scheduler_swap_pc,

input logic [31:0]
hardware_scheduler_pc,

input logic [31:0]
[321,

output logic [31:0]

output logic

output logic

output logic [31:0]

input logic [31:0]
NUM_REGS],

input logic
rrf_arch_to_physical[32],

input logic [63:0]

output mem_wb_reg_t

output logic
valid_commit_ppl,

output logic [63:0]

output logic

pipeline_registers_empty

)

endmodule
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3) Caches (L1,L.2):

Bus Ready

Read + State is ES M
or
Wiite State is EM

Fig. 7: Snoop-bus Capable Cache State Machine

Clean mizz

Hit + Write

Idle

Clean Miss
and Read

Fig. 8: L2 Cache State Machine

Design:

A snoop-bus capable cache ensures cache coherence in
multi-core systems by allowing caches to monitor transac-
tions. This enables cores to promptly update or invalidate
shared data, reducing latency and improving synchronization,
especially with write-back caches, thereby enhancing memory
bandwidth and system performance.

An exclusive victim L2 cache maximizes cache utilization
by ensuring no duplication of data between L1 and L2 caches.
Evicted data from L1 is stored in L2, increasing cache hit rates
and reducing main memory accesses. This design improves
performance, decreases memory traffic, and optimizes energy
efficiency.

A multicycle cache is used for large or complex caches,
spreading memory lookup and retrieval across multiple clock
cycles. This enables higher associativity and capacity while
maintaining compatibility with high-frequency CPUs. Despite
increased latency, this approach reduces power consumption
and improves overall performance by lowering the frequency
of expensive memory accesses.

A pipelined instruction cache (I-cache) boosts throughput
by breaking the fetch process into stages, allowing one
instruction fetch per cycle once the pipeline is filled. This
design minimizes stalls, supports larger I-caches, and ensures
consistent execution unit activity, making it critical for
high-performance processing.

4) Cache Coherency (Snoop-bus)

The MESI protocol (Modified, Exclusive, Shared, Invalid)
is a widely used cache coherence protocol in multiprocessor
systems, designed to maintain consistency among multiple
caches that store copies of shared data. MESI enables
processors to efficiently manage the states of cached data,
ensuring that all cores see a consistent view of memory and
that no stale data is used in computations.

The MESI protocol defines four states for each cache line (the
smallest unit of data stored in the cache):

o Modified (M): The cache line is present in the cache
and has been modified; it is not consistent with the main
memory. This means the data in this cache is the only
valid copy, and it must be written back to memory when
it is evicted.

o Exclusive (E): The cache line is present in the cache
and is not modified, meaning it matches the data in main
memory. Only one cache holds this line, and it can be
modified if needed.

o Shared (S): The cache line may be present in multiple
caches, and it is not modified. This means that all caches
with this line have the same data as the main memory.

o Invalid (I): The cache line is not valid, meaning it does
not contain useful data. This state indicates that the cache
must fetch the data from another cache or main memory
if a load operation is attempted.

When a processor wants to read or write to a memory location,
the MESI protocol coordinates the necessary actions to ensure
that all caches reflect the correct state of that memory location.
For instance, if a processor modifies a cache line, it must
change its state from Shared or Exclusive to Modified, and it
may need to invalidate the corresponding lines in other caches
to maintain coherence. This mechanism helps minimize data
inconsistencies and ensures that processors can operate effi-
ciently in a shared-memory environment. Overall, the MESI
protocol is critical for enhancing performance in multipro-
cessor systems by enabling effective cache management and
coherence.
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Fig. 10: Snoop-bus State Machine

Snoop-bus Interface:

module snoopbus
import rv32i_types::
(

[31:0]
[2:0]
[63:0]

[63:0]
[31:0]

[2:0]
[63:0]

[63:0]
[31:0]
[2:0]

[63:0]
[31:0]

[2:0]
[63:0]

[1:0]

clk,

rst,

ooo_d_addr,

ooo_d_command,
ooo_d_data,

ooo_d_bus_query,
ooo_d_bus_data,

ppl_d_addr,

ppl_d_command,
ppl_d_data,

ppl_d_bus_query,

ppl_d_bus_data,

bus_command_data,
bus_resp_address,
bus_resp_command,

bus_resp_data,

ppl_cache_hit,
ooo_cache_hit,

port_1_read_en_ooo

port_1_read_en_ppl

bus_ready,

bus_resp, // 0 is

input logic
input logic
input logic
input logic
input logic
input logic
input logic
input logic
input logic
input logic
input logic
input logic
output logic
bus_command_address,
output logic
bus_command_command,
output logic
output logic
output logic
output logic
input logic
input logic
input logic
4
input logic
4
output logic
output logic
no resp,

output logic
output logic

1 is hit 2 is miss

goingToServe_ppl,
goingToServe_ooo
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5) Hardware Scheduler

The hardware scheduler is responsible for dynamically
managing thread execution between the performance (OOO)
core and the efficiency (pipelined) core. It uses performance
counters to monitor task characteristics and votes on whether
to promote tasks to the performance core or demote them to
the efficiency core. Votes will happen every 10,000 cycles.
This dynamic task allocation improves both performance and
efficiency by aligning threads with the most suitable core
based on workload demand.

Performance Counter Promotion Demotion Metrics:

The hardware scheduler relies on a set of performance
counters to dynamically promote or demote tasks between the
performance core (P-core) and the efficiency core (E-core).
These counters are used to track the behavior and workload
characteristics of each core. The scheduler will perform a
thread swap based on a majority decision from the counters.
If the majority of these metrics indicate a positive condition,
the swap will be triggered. The following are the five
performance counters implemented, along with the reasoning
behind their selection.

P-Core ALU operations < E-Core ALU operations:

This metric compares the number of arithmetic and
logic operations (ALU ops) performed by the performance
core versus the efficiency core. The performance core is
optimized for tasks requiring high throughput and can handle
a larger number of parallel instructions due to its out-of-
order execution model. Therefore, if the efficiency core is
processing more ALU operations than the performance core,
it indicates that the workload might be better suited for the
performance core. This counter triggers a promotion to the
performance core to ensure that computationally heavy tasks
take full advantage of its high instruction-level parallelism
(ILP). By shifting ALU-intensive tasks to the P-core, we
maximize performance and prevent underutilization of the
P-core’s resources.

P-Core Mem ops > E-Core Mem ops:

This metrics tracks the number of memory operations
(loads and stores) executed by both cores. Since the
performance core is designed to keep execution units busy by
allowing non-memory-dependent instructions to proceed while
waiting on memory fetches, it is better suited for handling
workloads with a high number of memory operations. If the
P-core has a higher count of memory operations compared
to the E-core, it suggests that the current workload might be
memory-bound and would benefit from the performance core’s
ability to overlap memory fetches with other instructions.
This counter ensures that memory-heavy tasks are prioritized
for the performance core, which minimizes pipeline stalls
and maintains high throughput during long-latency memory
operations.

Rob Full > Threshold (T = 50% - 100%):
The Reorder Buffer (ROB) in the performance core is
responsible for keeping track of out-of-order instructions and

ensuring that they are committed in the correct order. A high
ROB occupancy indicates that the P-core is fully utilizing its
resources and executing instructions out of order. If the ROB
fullness exceeds a predefined threshold (between 50 and 100),
it implies that the performance core is near or at capacity, and
promoting additional tasks to it could lead to contention or
reduced performance. This metric helps prevent overloading
the performance core by demoting tasks to the efficiency core
when the ROB is nearly full, ensuring the P-core operates
at optimal efficiency without being overwhelmed by new tasks.

Flush Counter P-Core > Flush Counter E-Core:

Flushes occur when the pipeline needs to be cleared,
often due to mispredicted branches or other hazards. A higher
flush count in the performance core suggests that the core
is frequently stalling or being disrupted, which reduces its
overall efficiency. Flushes are more costly in the out-of-order
performance core because of its deeper pipeline and the fact
that branch mispredictions are resolved at the commit stage,
which increases the time lost when clearing instructions.
If the P-core’s flush counter exceeds that of the E-core,
it may indicate that the workload is too unpredictable or
branch-heavy for the out-of-order execution model to handle
efficiently. In such cases, it is more effective to demote
the workload to the E-core, where the simpler pipeline can
handle the task with fewer disruptions and resolve branch
mispredictions quickly.

Multiply Counter P-Core > Multiple Counter E-Core:

The performance core utilizes a Wallace tree multiplier,
which is optimized for handling high-latency, complex
multiplication operations in parallel. In contrast, the efficiency
core uses a simpler, single-cycle Synopsys IP multiplier. If
the multiply counter in the P-core is greater than that in the
E-core, it indicates that the current workload involves more
complex or frequent multiplication operations. In such cases,
promoting the task to the performance core allows for more
efficient processing, as the Wallace multiplier can handle
these operations with greater speed and concurrency. This
ensures that compute-intensive tasks are assigned to the core
best equipped to manage them, improving overall throughput
and efficiency.

One Cycle Swap Mechanism:

The hardware context switch swaps tasks between the
performance core (P-core) and efficiency core (E-core) in
a single cycle by multiplexing the register files. When the
scheduler triggers a switch, the program counter (PC) and
register files are swapped between the cores without stalling.
This design ensures minimal overhead during context switch-
ing, allowing the processor to dynamically allocate workloads
while maintaining high performance and efficient resource
utilization.
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Hardware Scheduler Interface:

module hardware_scheduler
import rv32i_types::x;

(

clk,
rst,

input
input

logic
logic

// Counter Enables - 000

input logic ooo_mult_counter_en,
input logic

00O_mem_op_counter_en,

input logic ooo_flush_counter_en
4

input logic ooo_rob_full_en,

input logic

ooo_alu_op_counter_en,
// Counter Enables - PPL
input logic

input logic
ppl_mem_op_counter_en,

ppl_mult_counter_en,

input logic ppl_flush_counter_en
4

// input logic
ppl_rob_full_ threshold,

input logic

ppl_alu_op_counter_en,

input logic rob_empty,

// Output

output logic
hardware_scheduler_enable,

output logic

hardware_scheduler_swap_pc,

input logic
pipeline_registers_empty
)i

6) Atomics Unit

The Atomic Memory Operation (AMO) Unit is designed
to handle atomic read-modify-write operations in RISC-V
processors. These operations are essential for ensuring correct
execution of multi-threaded applications, where atomicity of
operations such as ADD, AND, OR, XOR, etc., is required.
The AMO Unit is integrated into the MEM stage of the
E-Core pipeline and operates through a dedicated state
machine. On the P-core, the Atomics unit is integrated into
the address unit and uses the lock table in the memory units
to broadcast to the caches regarding address lock state.

Design:

The AMO Unit operates as a state machine integrated into the
MEM stage of the pipeline. It coordinates three major sub-
instructions for each atomic operation:

e Load: The unit reads the value from memory (exclusive
read).

o Modify: The unit performs the requested atomic opera-
tion (ADD, AND, OR, XOR, etc.).

o Store: The unit writes the modified value back to memory
(exclusive write).

Fig. 11: Atomics Operation State Machine

This state machine has five states:

o Idle: The default state, where the unit waits for an AMO
instruction.

e Load: The state where the unit reads a value from
memory.

o Calc: The state where the atomic operation is performed.

o Store: The state where the computed result is written
back to memory.

e Done: The final state signaling that the operation is
complete, after which the unit returns to the idle state.

Key Features:

The AMO Unit supports key RISC-V atomic operations
such as AMOADD, AMOAND, AMOOR, AMOXOR, and
others. These operations allow for atomic read-modify-write
cycles in shared memory, essential for synchronization in
multi-threaded applications.

Locked addressing using a lock table is designed to
enhance synchronization mechanisms in multi-threaded or
multi-core environments. A lock table is a dedicated data
structure that maintains the lock states for various memory
locations, indicating whether each lock is free or held by a
particular thread or core. When a thread wants to acquire a
lock, it checks the lock table; if the lock is free, the thread
updates the table to mark it as held, using atomic operations
like Load Reserved (LR) and Store Conditional (SC) to
ensure safety against race conditions. When finished, the
thread releases the lock, updating the table to indicate the
lock is now free. This atomicity is crucial for correctness,
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especially in high-concurrency scenarios where multiple
threads may attempt to access the same lock simultaneously.
The use of a lock table reduces the overhead associated
with traditional locking mechanisms, allowing for efficient
context switching and better scalability in multi-core systems,
ultimately improving performance in concurrent applications.

Atomics Unit Interface:

600 MHz [ 100 MHz

module amo_unit (

input logic clk, // Clock
signal

input logic rst, // Reset
signal

input logic amo_valid, // Signal

that an AMO instr in MEM stage

input logic [31:0] mem_data_in, // Data
read from memory

input logic [31:0] amo_operand, //
Operand for AMO operation

input logic [6:0] amo_funct, // AMO
function code
input logic istall, // For

pipeline stalls
input logic mem_resp,

output logic [31:0] mem_data_out,// Data
to write to memory

output logic amo_done, // Flag
indicating AMO completion
output logic mem_read, // Control
signal for memory read
output logic mem_write, // Control

signal for memory write

// locking Addresses Per Thread

output logic [31:0] locked_address,
output logic lock,
input logic [31:0] address_to_lock

)i

Fig. 12: FPGA Memory Address Data Bus State Machines

Both state machines remain idle until a request arrives from
the L2 cache to either allocate or write back a cache line. Upon
receiving a request, the CPU identifies whether it is a read
or write operation and transitions through the corresponding
states to handle it.

For a read operation, the CPU first sends the read address
to the FPGA. The FPGA then monitors the FIFO for incoming
data. When data is detected in the FIFO, the FPGA assumes it
corresponds to the requested address, stores it, and determines
whether to proceed with a memory read or write. For a read,
the FPGA retrieves data from memory in 32-bit chunks and
sends it to the CPU over the 32-bit bus. The CPU counts
the received chunks to verify completion of the transfer, after
which both state machines return to idle, ready for the next
request.

For a write operation, the CPU provides the write address
followed by the data in 32-bit chunks. The FPGA receives this
data and stores it in an internal memory array. The CPU then
asserts the necessary control signals to integrate the memory
interface seamlessly, mirroring the behavior of the previously
implemented banked memory system. This design ensures
efficient and straightforward memory operation handling.

FPGA Unit Interface:

7) FPGA Memory Protocol

In our design, we opted to use an FPGA to store both the
instruction and data memory in a unified address space. To
enable communication between the off-chip FPGA memory,
we designed dedicated memory controllers on both the CPU
and FPGA sides. These controllers are used to manage data
flow, ensuring reliability and timing of data transfer.

Given that the CPU and FPGA operate on different clock
domains, we integrated an asynchronous FIFO between two
domains. The pins out of the core all run on 100 MHz, which
means that we stored both FIFOs on-chip and allocated 32
pins used as a bidirectional bus between the FPGA and the
CPU to transfer data and addresses. In order to synchronize
communication we used two state machines to perform reads
and writes to completion and then allow the CPU to continue
processing. Finally, we made this machine modular to read
and write variable size cache lines to memory according to
the cache design.

module fpga_mem_controller (

input logic clk,
input logic fpga_clk,
input logic rst,

// Caches —-> Controller

input logic [31:0] bmem_addr,
input logic bmem_read,
input logic bmem_write,
input logic [31:0] bmem_wdata,

// Controller —-> Caches

output logic bmem_ready,
output logic [31:0] bmem_raddr,
output logic [31:0] bmem_rdata,
output logic bmem_rvalid,
output logic wburst_counter,

// Memory —-> Controller

input logic r_en_CPU_to_FPGA_FIFO,
input logic w_en_FPGA_to_CPU_FIFO,
// Controller —-> Memory

output logic empty_CPU_to_FPGA_FIFO,
output logic full FPGA_to_CPU_FIFO,
// Controller <-> Memory

inout wire [32:0] address_data_bus
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7) Debug Protocol

The Debug Protocol is designed to verify the chip during
the bring-up phase. Its primary purpose is to observe internal
states (register file and PC values) and validate the functional-
ity of the CPU without exerting control over its operations. By
providing visibility into the internal register files of the CPU,
the protocol aids in ensuring correctness during validation.

To initiate the debug the user pulls the debug_en pin high
at a specific point in chip execution. The chip will sequentially
broadcast out register file and PC values from efficiency and
performance core through the pre-existing FPGA interface.
After the user has verified the saved values on the FPGA, the
user will release the Debug_en pin and chip execution will
continue.

wait_for first empty

G

ppl_reg_empty ||
ooo_rob_empty

ppl_reg_empty ||

count = 32 000_rob_empty

wait for second empty

Second Debug

Fig. 13: Debug Protocol State Machine

Design: The design of the Debug Protocol centers around a
finite state machine (FSM) within a dedicated debug module.
This module manages the activation of debug signals based on
execution state of cores, allowing for non-intrusive observation
of the pipeline and out-of-order execution units. When the
debug_en signal is asserted, both cores are stalled and allowed
to finish committing instructions that are already present in the
pipeline.

Debug Protocol Interface:

module debug (

input logic clk, rst,

input logic debug_en,

output logic debug_stall,

output logic ppl_debug,

output logic ooo_debug,

input logic ppl_reg_empty,

input logic 000_rob_empty,

input logic [31:0] ppl_reg_serial_out,
input logic [31:0] ooo_reg_serial_out,
output logic [31:0] serial_out)

)i

8) Performance Analysis

IPC Performance Across Processor Iterations

—e— P-Core IPC
—8— E-Core IPC

IPC on CoreMark

Victim L2 Hardware Scheduling Area Optimizations

Iteration Stage

single Core Dual Core

Fig. 14: IPC Performance Across Processor Iterations

This graph illustrates the simulated IPC across different
stages of the processor design cycle. We started with two
independent single-core CPUs, each equipped with 256-bit,
4-way set-associative caches and branch prediction on the P-
core. When these two cores were integrated into a dual-core
system with cache coherence, there was a significant drop in
IPC due to the added overhead.

Introducing the victim L2 cache improved IPC perfor-
mance, as discussed in the Cache section, by optimizing
cache utilization and reducing main memory accesses. Adding
hardware scheduling provided an additional IPC boost, as it
allowed threads to be dynamically allocated between cores.
This approach enabled the P-core to exploit ILP for high-
throughput tasks while offloading long-latency operations to
the E-core, resulting in an amortized IPC improvement that
benefited both threads, rather than simply averaging the cores’
IPC.

Finally, to fit the complete design on-chip, significant area
optimizations were required, which unfortunately led to a
substantial reduction in IPC for both cores.
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J. Testing Instructions for Professor and TAs

The following section provides detailed instructions for
testing the design, including simulation commands, log ver-
ification, and file organization.

Github Repository: https://github.com/SiddantY/CanaryPrivate

Instructions:

1) Clone the repository:

git clone https://github.com/SiddantY/
CanaryPrivate

2) Enter the cloned directory:

cd sim

3) Run the testbench simulation:

make run_top_tb THREADO=../path/to/
testcode THREAD1=../path/to/
testcode

Test files can be written in C, RISC-V assembly, or as
“elf* files.
4) Gate-level simulation:

make run_top_gl THREADO=../path/to/
testcode THREAD1=../path/to/
testcode

5) Post-PNR (Place-and-Route) simulation:

~

make run_top_pnr THREADO=../path/to/
testcode THREAD1=../path/to/
testcode

Generating a spike log:

make spike ELF=path/to/elf/file ‘

ELF files generated from C or assembly files can
be found in the ‘bin/* folder in the ‘sim‘ directory.
This command assumes you are already in the ‘sim°
directory.

Checking logs:

e Compare simulation logs:

vim -d sim/commit.log sim/
spike.log

Compare logs for Thread 0:

vim -d sim/commitl.log sim/
spike.log

o Compare logs for Thread 1:

3

4

vim -d sim/commit2.log sim/
spike.log

1) Project Location and File Paths

bin/: Contains memory files.
hdl/: Houses all RTL files for the design:
— 00O0_Core: Files for the Out-of-Order core.
— Pipelined_Core: Files for the pipelined core.
— 12_cache: Files for the victim L2 cache.
hvl/: Includes testbench scripts, monitor scripts, and
coverage tools.
lint/: Contains Synopsys Spyglass outputs.
sram/: Ignore this folder.
synth/: Includes Synopsys DC Compiler files.
testcode/: Contains sample test files.

2) Simulation and Verification Procedures

1) Clone the repository and navigate to the ‘sim‘ directory.
2) Run a normal simulation:

make run_top_tb THREADO=../path/to/
testcode THREAD1=../path/to/
testcode

~

For gate-level simulation:

make run_top_gl THREADO=../path/to/
testcode THREAD1=../path/to/
testcode

~

For post-PNR simulation:

make run_top_pnr THREADO=../path/to/
testcode THREAD1=../path/to/
testcode

Generating a spike log:

‘ make spike ELF=path/to/elf/file

ELF files for C files or asm files can be found in the
bin folder in the sim directory This instruction assumes
you are in the sim directory.

Checking Logs:

Thread 0 log comparison:

‘ vim -d sim/commit.log sim/spike.log

Thread 1 log comparison:

‘ vim -d sim/commitl.log sim/spike.log

3) Design Verification Testbenches and Scripts

o The hvl/ folder contains all testbench and monitor scripts.
o The testcode/ folder contains some example test files for

simulation.
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4) File Organization and Naming Convention
Files and directories follow a loosely structured organization.
Refer to specific directories like hdl/ for design files and hvl/
for scripts.



