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Abstract—NERVE is a Imm by 1mm chip fabricated using the
TSMC 65nm process node, specifically designed for modeling and
computing Spiking Neural Networks (SNNs) based exclusively on
Leaky Integrate and Fire (LIF) neuron models. It can efficiently
perform forward passes for SNNs with a maximum layer size
of 256 neurons. The base design of NERVE is fully open source
and compatible with the Neuromorphic Intermediate Represen-
tation (NIR), highlighting its potential for broad application in
neuromorphic computing. While NERVE faces limitations in
performance due to area and timeline constraints, it still achieves
a commendable balance of efficiency and accuracy, showcasing
the evolving capabilities of SNNs.

Index Terms—Neurons, Computer Architecture, Neuromor-
phics, Biological Neural Networks, Spiking Neural Networks

I. INTRODUCTION

Neuromorphic computing has garnered significant attention
in recent years for its ability to mimic biological neural net-
works and efficiently process spiking neural networks (SNNs).
As the demand for energy-efficient and scalable neural net-
work hardware continues to rise, the challenge of developing
hardware architectures capable of efficiently handling large-
scale spiking networks becomes increasingly relevant.

NERVE is a hardware engine optimized for the storage
and computation of binarized LIF SNN layers of up to
256 neurons. As of October 2024, the architecture supports
forward-pass networks only, making it suitable for feedforward
inference tasks where real-time event-driven computation is
crucial. Its hardware configuration, influenced by projects like

TinyODIN and OpenSpike, provides a robust platform for par-
allelized neuron computation and core-to-core communication
through an Address-Event-Representation (AER) protocol.

While NERVE’s current capabilities are limited to a single-
layer of a forward-pass network, its modularity and adaptabil-
ity make it an ideal candidate for future iterations aimed at
multi-layer networks. This report provides a detailed overview
of the architecture, verification strategy, and potential applica-
tions of NERVE, highlighting its contributions to the growing
field of neuromorphic computing.

II. MAJOR CHALLENGES
A. Architectures Revisions

1) Initial Proposal: Figure [I] is the model we proposed
in our initial project proposal in May of 2024. It was based
primarily on the IBM TrueNorth architecture and did not
account for added complexities.

2) First Revision: Figure [2| is our first revised proposal
of NERVE. Heavily inspired by the IBM TrueNorth and
Intel Loihi architecture, this model had issues in that it
lacked the asynchronicity of other neuromorphic hardware
and we attempted to serialize all operations. We simulated
a spiking neural network but did not allow for spikes to
occur asynchronously off a global tick. While this did greatly
simplify some of the hardware it did not match the spirit of
our initial proposal or the architectures that we were taking
inspiration from.
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Fig. 2. First Revision Naive Architecture for NERVE

3) Second Revision: This architecture pictured in Figure [3]
emerged after a meeting with our professor and mentor PhD.
Dong Kai Wang suggested prioritizing the parallelism of the
design and asynchronicity.
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Fig. 3. Second Revision Naive Architecture Flow Chart

This architecture also suffered from being an overly naive

implementation. Creating such a tiled scheme introduced large
amounts of interconnect area and glue logic, further increas-
ing the total area. Additionally, the proposed SRAM access
scheme for the weights and biases was suboptimal, leading to
many wasted clock cycles that could have been saved by using
registers.

4) Current Architecture: The final iteration of the architec-
ture, pictured in Figure [} draws significant inspiration from
tinyODIN and supporting core-to-core communication through
a modified version of tinyODIN’s Address-Event Represen-
tation (AER) packet format. While the overall structure is
similar, key differences include a custom programming method
and a parallelized neuron core, which takes design cues
from OpenSpike’s implementation. A custom time multiplexer
converts the parallel spike outputs into serialized AER bus
outputs, which are then fed back either to the FPGA or to a
downstream core. Carrying forward the lessons learned from
the previous design, the memory accesses were reworked to
save a significant amount of clock cycles.

High-Level Architecture
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Fig. 4. Final Revision of High Level NERVE Architecture

NERVE is fully compatible with the Neuromorphic Inter-
mediate Representation (NIR), which influenced much of the
memory architecture illustrated in Figure [I3] and Figure [T1]

Within the synapse core, modifications to the SRAM format
were necessary when it became clear that the original SRAM
dimensions exceeded the available die area. While this issue
was resolved, the area overhead prevented the integration of
multiple cores onto a single die. However, this change enabled
the parallelization of the neuron core by storing each neuron’s
membrane potential in registers instead of SRAM, optimizing
performance at the cost of area efficiency.

B. Performance Drawbacks

1) Leaky Integrate and Fire Neuron: Leaky Integrate-and-
Fire (LIF) neuron models are widely used in computational
neuroscience due to their simplicity and relatively low compu-
tational cost. For the NERVE core, we opted for binarized LIF
neurons to address both area constraints and model complexity.
Typical LIF neurons use a continuous range of weights and
parameters to model the dynamics of the membrane potential,
which evolves according to the equation:

v =T4+a—0bv, if V> Upwesn, then v < ¢ (1)



In Equation [I] v represents the membrane potential, I is the
input current, and a, b, ¢, and vgpesn are tunable parameters
that determine the behavior of the neuron. The dynamics can
be broken into three states:

1) Leak: The membrane potential decays over time, gov-
erned by the parameter b, which controls the rate of
leakage.

2) Integrate: The input current / and a constant bias a are
added to the membrane potential, allowing the neuron
to accumulate input over time.

3) Fire: When the membrane potential v exceeds the
threshold vyyesn, the neuron fires,” and v is reset to c,
often a value near zero or a resting potential.

Binarized LIF neurons simplify this model by restricting the
synaptic weights to binary values, typically 1 and —1, instead
of a continuous range. This approach reduces the memory
requirements and hardware complexity of the design, making
it well-suited for resource-constrained environments such as
neuromorphic chips. Additionally, the computation of synaptic
inputs becomes simpler, as it can be implemented using basic
addition and subtraction operations.

However, binarization introduces trade-offs. While it re-
duces the precision of weight representation, it also limits
the expressiveness of the neuron model, potentially impacting
the accuracy of the system for certain tasks. Despite this, the
efficiency gains in terms of area and power make binarized LIF
neurons an attractive choice for the NERVE core, especially
in applications where resource constraints are critical and the
performance trade-offs are acceptable.

In our software models created with snnTorch, the standard
LIF neurons use IEEE 32-bit floating-point precision for their
weights. When we binarize these weights, the reduction in
precision causes a noticeable loss in accuracy. During training
on the MNIST dataset, the binarized network requires at least
twice as many epochs to reach accuracy comparable to a non-
binarized LIF network, ultimately achieving around 85-87%
accuracy in our experiments. Although this trade-off affects
performance, it is essential for meeting the stringent area and
memory constraints of the NERVE core.

2) Limited Layer Size: The NERVE core architecture im-
poses limitations on the size of each layer due to its design
constraints, particularly with respect to memory and area.
Each layer in the NERVE core consists of 256 neurons, a
fixed number that stems from balancing performance with the
available resources. This restriction is largely driven by the
parallelized nature of the neuron core, which processes all
256 neurons simultaneously, and the decision to store neuron
membrane potentials in registers rather than SRAM to improve
speed and reduce latency.

While this parallelization allows for efficient processing of
spikes, it also limits the scalability of each layer. With a max
of 256 neurons per layer, the corresponding connectivity and
weight matrices are fixed at 256x256, meaning that the number
of synaptic connections is also capped. This configuration
may be suboptimal for larger, more complex networks, where

higher neuron counts per layer are required to capture richer
representations.

Additionally, the memory footprint needed to store the
binarized weights and connectivity for 256 neurons places
constraints on the die area. Expanding beyond this fixed layer
size would increase the memory requirements significantly,
potentially exceeding the die’s capacity and impacting the
performance of the system.

Despite these limitations, the current layer size was chosen
as a compromise between resource availability and computa-
tional efficiency, ensuring that the NERVE core can function
effectively within the constraints of its hardware while main-
taining a manageable level of complexity for neuromorphic
tasks. However, this limited layer size means that multi-
layer networks must be carefully designed to work within the
constraints, or they require external cores or chips to scale
beyond the NERVE core’s capacity.

III. DOCUMENTATION
A. System Level

At the system level, we anticipate two primary configu-
rations for the NERVE core alongside a single FPGA. The
NERVE core can be dynamically reprogrammed using a .nerve
file, which is parsed through the Magi Interface. This interface
generates the appropriate MPI Messages to signal the data that
needs to be sent to the NERVE core for computation.

The system’s pinout has been optimized to streamline board
layout, ensuring efficient handling of input and output spike
trains. These spike trains are processed and translated to create
a coherent output, delivering actionable data to the end user.
This setup allows for flexible and real-time reconfiguration of
the NERVE core, enabling it to adapt to varying computational
tasks and neural network architectures.
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Fig. 5. System Level Diagram for NERVE and FPGA setup

B. Pinout

Due to manufacturing restrictions, NERVE is limited to 52
pins total, with four pins dedicated to Vdd and Vss leaving 48
pins for the rest of the core. The placement of our Vdd and
Vss pins are such that the power net is evenly distributed for



layout. Our pinout contains four Spare pins (29, 30, 31, 32)

that are reserved for DFT.

TABLE I
NERVE PiNoUuT
Pins North Pins East Pins South Pins West
1. vdd 14. AER_out[0] 27. Vss 40. AER_in_ack
2. prog_line[0] 15. AER_out[1] 28. rst 41. AER_in_req
3. prog_line[1] 16. AER_out[2] 29. Spare 42. AER_in[9]
4. prog_line[2] 17. AER_out[3] 30. Spare 43. AER_in[8]
5. prog_line[3] 18. AER_out[4] 31. Spare 44. AER_in[7]
6. prog_line[4] 19. AER_out[5] 32. Spare 45. AER_in[6]
7. prog_line[5] 20. AER_out[6] 33. prog_ack 46. AER_in[5]
8. prog_line[6] 21. AER_out[7] 34. prog_req 47. AER_in[4]
9. prog_line[7] 22. AER_out[8] 35. prog_line[15] 48. AER_in[3]
10. prog_line[8] 23. AER_out[9] 36. prog_line[14] 49. AER_in[2]
11. prog_line[9] 24. AER_out_req | 37. prog_line[13] 50. AER_in[1]
12. prog_line[10] | 25. AER_out_ack | 38. prog_line[12] 51. AER_in[0]
13. prog_line[11] 26. Vdd 39. prog_line[11] 52. Vss
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Fig. 6. Pinout Diagram

C. Protocols and Formats

1) Address Event Representation: To introduce this sec-
tion, we will briefly explain how the layers in the system
are interconnected. In biological neural networks, an axon
from one neuron connects to the dendrites of other neurons,
transmitting spikes that stimulate these connected neurons. In
our case, each layer contains 256 neurons, meaning there are
256 axons as potential sources of stimuli and 256 dendrites
receiving them. Therefore, the connectivity between layers can
be represented as a 256x256 matrix.

Since the weights are binarized, the weights matrix is also
in binary form of the same size. Address Event Representation
(AER) addressing bits indicate which axon the spike originated
from, and these bits are used to index into the connectivity

and weights matrices, retrieving the necessary data for each
neuron.

We use a variation of the protocol, inspired by the TinyO-
DIN and ODIN processors, for chip-to-chip communication.
Our implementation supports two event types: Spike and
TREF (Time Reference). AER packets are 10 bits long, com-
prising two control bits and eight addressing bits. Following
sections provide more detailed explanations of each event type.

2) Neuromoprhic Intermediate Representation: The Neuro-
morphic Intermediate Representation (NIR) is an open-source
specification that defines a standardized format for represent-
ing physical neural networks, including neuromorphic and
spiking neural networks (SNNs). In our case, NIR is used
to efficiently port a memory-optimized SNN from snnTorch
for the MNIST dataset.

To extract data from our software models and successfully
transition them from snnTorch to NIR, we must binarize the
models. Binarized models reduce all weights and connectivity
to a single bit, with weights set to either 1 or -1, and
connectivity represented as 1 or 0. Without binarization, there
is no memory-efficient way to store the SNN data designed
for the NERVE core.

In NIR, each layer’s data is stored in “nodes” within
a graph, with Affine nodes serving as the primary source
of information. These nodes hold the biases, weights, and
connectivity for each SNN layer, except for the first layer,
which must be constructed when creating the NFF. Input and
output nodes are in the NIR graph, however, cannot be reliably
used for information, so they are not considered in our process.

3) Magi Programming Interface: The Magi Programming
Interface (MPI) serves as the primary interface for program-
ming the NERVE core via the FPGA. It is responsible for
loading the correct weights, biases, thresholds, and connectiv-
ity values for the layer being computed. Additionally, the MPI
enables reading the current values stored in the core, allowing
for updates to weights and biases, supporting preliminary
learning processes.

Magi Programming Interface

ACK REQ MPI Message

| !

Fig. 7. MPI Interface between the core and FPGA

To facilitate communication between the FPGA and the
processor, we employ a simple handshaking protocol, which
ensures smooth interaction even when their clocks are out
of phase or operating at different frequencies. The protocol
utilizes two lines: REQ (an input to the processor from the
FPGA) and ACK (an output from the processor to the FPGA).

The process begins with the FPGA monitoring the ACK
line to determine if the processor is in a stable, programmable
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state. When the processor holds the ACK line high, it signals
readiness. In this state, the FPGA sends an MPI message
packet containing the addressing data for the destination
neuron. Upon receiving the data, the processor pulls the ACK
line low to indicate receipt and registers the information. The
FPGA then pulls the REQ line low and transmits the data to
be stored, via the bus, into the processor’s memory. Once the
data is stored correctly, the processor sets the ACK line back
to high, indicating that it is ready for further programming.

4) .nerve File Format: The .nerve file format (NFF) is a

custom-designed format specifically for the NERVE cores,
encapsulating all the necessary data to execute a complete
forward-pass for a binarized spiking neural network (SNN).
NFF files are generated by parsing a Neuromorphic Intermedi-
ate Representation (NIR) file, which contains a full description
of a binarized SNN. This parsed information is transformed
into raw binary data that is later used by an external device
to generate the programming messages for the NERVE core.

The NFF is structured into three distinct sections: the

header, the body, and the footer.

e« Header (64 bits): The header consists of four 16-bit
fields:

1) Number of layers in the SNN.

2) Maximum number of neurons per layer.
3) Bit length of the biases.

4) Footer length in bytes.

o Body: The body contains the data for all the layers of
the neural network, ordered sequentially. Each neuron is
allocated a specific number of bits (N) as defined by
Equation [2] where M is the maximum number of neurons
per layer and B is the bias bit length.

N=(M-2)+(B+ (32— B)) )

The bias is allocated a fixed 32-bit space for each
neuron. If the bias does not utilize all 32 bits, the
relevant data will start at bit 0, filling from the least
significant bit (LSB) upward. The main portion of each
neuron entry is reserved for the weight and connectivity
matrices. These matrices are explicitly defined for every
possible neuron, even if certain neurons are not present
in the layer, simplifying the programming process for
the FPGA.

Each layer is allocated M neuron entries, even if fewer
neurons are used in that layer. This approach sacrifices

space efficiency in favor of easier parsing by the FPGA
and simpler logic for creating MPI messages.

o Footer: The footer contains a magic number used to
verify the file’s validity. This ensures the data integrity
of the file by matching the magic number to expected
values based on the header data. The length of the file
in bits can be validated using Equation [3] where L is the
number of layers, M is the maximum number of neurons
per layer, and N is the number of bits allocated for each
neuron.

S=L-(M-N) 3)
D. Individual Modules

1) Controller: The controller operates as a simple state
machine with various states governing the system’s behavior.

Controller State Machine

Fig. 9. The state machine within the Controller

o IDLE: This is the startup state, where the machine can
accept programming inputs or an AER input to trigger
the necessary functions. However, it always prioritizes
programming requests and will not acknowledge an AER
input until programming is completed.

e PROG_TRANSITION: In this state, the controller man-
ages clock domain crossing with the FPGA, which may
not be synchronized with NERVE’s clock. The pro-
gramming bus value is registered, and the ACK line is
deasserted to signal receipt of the programming request.

e« PROG: During this state, data from the bus is read
combinationally, decoded, and the relevant control signals
are asserted to program other modules.

« PUSH, POP, COMPLETE_PUSH, and WAIT: These
states handle spiketrain processing when there are no
outstanding programming requests. If the queue is not
empty, the machine moves to the POP state, where the
event at the top of the queue is dequeued and sent to the
neuron and synapse cores for processing. From there, the
system transitions to the WAIT state or back to IDLE
depending on the previous state.

« PUSH and COMPLETE_PUSH: These states are anal-
ogous to the PROG and PROG_TRANSITION states



but handle the AER input bus. The same REQ-ACK
handshaking protocol used in the MPI ensures smooth
data transfer.

o WAIT: This state follows a push or pop operation from
IDLE. The IDLE state indicates that computation for
the current timestep is finished. After a TREF event is
processed, the system returns to WAIT. In this state, the
device can either re-enter programming mode (to support
running multiple layers on one chip) or resume spiketrain
computation.

A parity bit is maintained to enforce timestep order. This
bit flips whenever a TREF event occurs, and every event is
tagged with the current parity bit held by the controller. The
parity bit is also used in the AER output bus, ensuring that
spikes can be output within the timestep out of order, while the
TREF event is sent only after all spikes for the current parity
have been processed. Note that spike order during timesteps
does not matter, only that the spiketrains are sent with their
correct parity bits.
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Fig. 10. Scheduler diagram

2) Scheduler: The scheduler is a simple FIFO with a
custom interface designed to facilitate the desired scheduling
behavior for the neuron core and controller. Incoming data
consists of a combination of the event type and the neuron
identifier from which the event originates in the input layer.
Once the data is queued, it is passed through the FIFO without
modification and delivered to both the neuron core and the
controller. This structure ensures efficient event handling and
maintains the integrity of the original event data throughout
the scheduling process.

3) Synapse Core: The synapse core consists of a wrapper
around four SRAMs storing weights and connectivity. Initially,
we wanted to do a single block of SRAM, but we found out
it was physically too large for the die. To ease routing during
physical design, the SRAMSs were grouped together with what
data they would store. Figure [[3] indicates the schema with
the grouping of the SRAMs.

Figure [I2) is a more detailed peek into the synapse core.
The state machine snoops the bus to the neuron core for
information and moves into the appropriate states accordingly.

Synapse Memory Architecture
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Fig. 11. The memory architecture for the Synapse Core at a hierachical level

It will provide a signal to the neuron core to signal when both
lines of data (weights and connectivity are a 512-bit line, but
we can only read 256 bits at a time) have been read and are
ready to be decoded.

Synapse Core Abstract Diagram
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Fig. 12. Lower level abstract diagram of the Synapse Core

4) Neuron Core: The neuron core is inspired by Open-
Spike’s design and implements 256 neurons in parallel. It
processes a 512-bit line read from SRAM, which includes both
the weight and connectivity matrices. The 512-bit line is split
into two 256-bit segments: the upper 128 bits of each segment
represent the weights, while the lower 128 bits represent
the connectivity matrix. These are decoded into a 256-bit
connectivity array and a 256-bit weight array for clarity.

Each neuron maintains its own membrane potential and
bias in dedicated 16-bit registers, while threshold values are
stored per layer. The core as a whole handles the layer’s
threshold. Each neuron follows the behavior of a simple leaky
integrate-and-fire model. The output spikes are paired with the
current parity bit and sent to the AER_out module. The AER
event from the scheduler is interpreted as the presence of a
spike, and the associated address determines which weight and
connectivity bit should be applied for each neuron.

5) AER Output Bus: The AER output bus functions as
a time multiplexer to manage the parallelized nature of the
neuron core. It collects all spikes into multiple queues and
employs a round-robin method to select which spike to output.
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During the round-robin process, the local parity bit of the
AER output bus is compared to the parity bit of the element
at the top of each queue. If the parity bits match, the spike
event is output. If no parity bit matches, the system flips the
parity bit and sends a TREF event, indicating the end of the
current spiketrain sequence.

The AER output bus applies backpressure to the system
when any of its queues are full, causing the system to stall
until all spikes are successfully transmitted.

Additionally, the AER output bus handles cross-processor
communication using a REQ-ACK handshaking protocol. If
one NERVE core has a packet ready to send to another, it
checks the REQ line from the receiving core. When the REQ
line is pulled high, the packet is immediately sent across.

IV. COMPREHENSIVE VERIFICATION STRATEGY

To ensure the robustness of our design, we employed
various testing methodologies, each targeting different levels

AER_out

(Y Queue 1 >
O
O
O

. 254 Round-Robin
Input Spikes Arbitrator

O
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[ Queue 256 >

Fig. 15. High level diagram of the AER out module

of granularity (IP testing vs. Design testing).

Through a combination of targeted, constrained random, and
assertion-based verification methods, we are building confi-
dence in the correctness and reliability of our design. End-to-
end verification is currently in progress and will provide the
final layer of validation, ensuring that our neuromorphic chip
performs as intended across all levels of operation.

A. Targeted Testing

1) Read/Write to SRAM Blocks: Directed tests were con-
ducted for critical modules, including the Neuron Core and
Synapse Core, which interact with SRAM. To verify SRAM
functionality, we performed write operations using specific
data patterns (e.g., all 1s, all Os), followed by read operations
to confirm data integrity. This basic functionality test ensured
that the modules could correctly store and retrieve data from
SRAM.

2) Multiple Iteration Testing: Directed tests were broken
down into smaller tasks, such as repeated read/write operations
to the SRAM. This allowed us to stress test the system by in-
flating the number of requests to capture any inconsistencies in
data handling or operational failures under a higher frequency
of read/write interactions.

3) Edge Case Handling: We designed tests targeting edge
cases, including boundary addresses and extreme data values.
This ensured robustness against overflow and underflow con-
ditions in SRAM data storage, validating the design under
atypical conditions and preventing data corruption in corner
cases.

B. Constrained Random Verification

The chip utilizes a scheduler to enqueue and process events
like TREF (Time Reference) and Spike events, which are ei-
ther neuron-specific or not. To rigorously test these processes,
we created a class capable of generating random stimuli for
simulation-based verification. The waveform viewer was used
to visually validate transactions and verify critical communi-
cation protocols, such as the handshaking mechanism with the
host.



In this verification phase, we focused on high-frequency
event handling and efficient communication between the host
and the chip. We have developed a Golden Model to allow
scoreboarding and ensure the design behaves as expected
under random stimuli.

C. Assertion-Based Verification (ABV)

ABYV was integrated with targeted testing for modules that
are easier to model and have well-defined expected outputs.
One such module is the Synchronous FIFO, which acts as
our scheduler. Directed tests were composed to enqueue and
dequeue data, testing the module until it reached full or
empty states. We wrote immediate and concurrent assertions
to monitor expected behavior and trigger run-time errors in
case of any violations.

This technique was also used to compare the outputs of the
Golden Hardware Model and the design, allowing functional
verification. Testing covered random initialization of weights,
biases, and connectivity matrices, as well as randomized spike
events.

D. Edge Case Handling

We tested overflow and underflow conditions in the syn-
chronous FIFO, writing assertions to confirm the correct
detection and handling of these events. Similar verification
was performed for the Neuron Core and Synapse Core:

e In the Neuron Core, edge cases focused on overflow
detection to ensure proper functionality.

o In the Synapse Core, random read/write patterns were
conducted to simulate real-world programming opera-
tions. A 2D array was used as a reference to compare
results, with assertions validating the correctness of the
synapse core’s output.

E. End-to-End Verification

Given that our chip consists of 256 neurons, which is
fewer than typically found in spiking neural networks, we are
working on end-to-end verification by leveraging an FPGA as
a host. The FPGA is responsible for programming the chip
layer-by-layer, feeding inputs, and gathering outputs. These
outputs then serve as inputs to subsequent layers, simulating
an extended network of neurons.

With our Golden Software Model achieving over 80%
accuracy, we aim to use it for direct comparison with the chip’s
output during this verification stage. We have established the
chip-to-FPGA interface and are currently refining the packet
structure on the host side to facilitate seamless programming
and testing. This end-to-end approach will allow us to simu-
late and verify multi-layered spiking neural networks of any
desired size within the limitations of our hardware.

V. POWER ANALYSIS

A. Post-PnR Design

Basic time-based power analysis on the post-PnR design
was conducted using PrimeTime PX. Utilizing the randomized
testbench, we analyzed the waveform to identify the region

of time when the design was drawing the most power. The
resultant measurements are in Watts, and can be seen in the
figure below.
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Fig. 16. PrimeTime Power Results

Breaking down the power report by hierarchy, the neuron
core draws 47.1% of the total power of the design. Within
it, we made a very approximate estimate of glitch power by
comparing dynamic power between SDF-annotated simulation
and zero-delay simulation. This method estimated about 33%
of the power consumed in the neuron core was due to glitches.

VI. TESTING INSTRUCTIONS
A. Creating Valid Programmable Data for NERVE

While the FPGA simulation is not yet complete it is still
possible to create valid programmable data for the device that
can be easily parsed. If you want to create a .nerve file to
create your own go onto virtual machine #1 and copy
/home/vverm2/NERVE_file_generator
into any of  your directories that support
Python  3.11.4. Train a  network using the
NERVE_file_generator/mnist_snn_10_4.ipynb
and then the resultant file you can plug into the
NERVE_file_generator/NIR  Bitstream  Conversion.ipynb
to generate a .nerve file, one raw and one formatted for 32 bit
words. The formatted file is solely for simulation purposes.

B. Running Simulations for NERVE

On virtual machine #1, go to and copy
/home/eitanyt2/neurosynaptic_core_demo/.
This repository plays home to the bitstream file generators
and network training iPython Notebooks (both in
NERVE_file_generator). The neurosynapticcore
repository hosts all HDL-related matters.

Run make vcs/unit_tb UNIT_BENCH= /neurosynap-
tic_core_demo/neurosynapticcore/hvl/random_int_test.sv, to



run zero-delay RTL simulations. Open Verdi and you have
access to waveforms. Other testbenches are available, such as
multicore testing (under multicore_test.sv). Unit testbenches
are available, such as the ones for the neuron core and
synapse core (merely change the .sv file, unit_test_aer.sv,
unit_test_tb.sv, and unit_test_syn.sv contain testbenches for
the AER output module, the neuron core, and the synapse
core respectively).

Set UNIT\_BENCH same as above, but run
make vcs/synth\_tb to run zero-delay
post-synthesis simulation. Now, you can  run
make vcs/pnr_tb to run zero-delay simulation on
the post-PnR netlist. make vcs/pnr\_tb\_min or
make vcs/pnr\tb_\max will run SDF-annotated
simulation on the respective corners for the post-PnR netlists.

VII. PHYSICAL DESIGN

The design process encountered several critical challenges.
The synthesized netlist initially reported 850 hold time viola-
tions, which arose as a side effect of bypassing SDF-annotated
simulations; although functionality was preserved, the opti-
mization tool did not resolve all violations autonomously.
To address this, we manually fixed all hold violations us-
ing engineering change orders (ECOs). Additionally, routing
congestion posed significant hurdles, with numerous hotspots
and overflow issues requiring multiple floorplan adjustments.
While these changes mitigated the congestion to an acceptable
degree, the final design still exhibited suboptimal routing
density in some areas, reflecting the inherent trade-offs of the
design constraints and resource limitations.

Although our synthesized netlist successfully met timing re-
quirements for frequencies up to 100 MHz, we opted to target
a 50 MHz operating frequency for the final implementation.
This decision was driven by practical considerations, including
tight project deadlines, limited resources, and potential signoff
challenges. Prioritizing these constraints allowed us to focus
on achieving a finalized GDSII design within the project
timeline.

Our synthesized netlist occupies 533k pm?, while the post-
PnR design expands slightly to 548k um?2, with a total net
length of 3,446,826.788 pm. During inference, the design
consumes 8.706 mW of power. The highest power-consuming
module is the neuron core, accounting for 47.1% of the
total power consumption. Notably, approximately 33% of the
neuron core’s power is attributed to glitch power.

VIII. INDIVIDUAL CONTRIBUTIONS

This section is a compilation of the work that each member
has done. We believe that all members have put in an enormous
amount of effort and this section is not a reflection on
importance to the project, but the aspects of NERVE that they
have had a noticeable impact on.

A. Eitan Yuhung Tse

e SNN Torch Software Model
e RTL Design and Verification
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Fig. 17. Floorplan view for NERVE in Innovus
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