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I. ABSTRACT

Fully Homomorphic Encryption (FHE) has long been a
sought-after solution in cryptography, offering the ability to
perform computations on encrypted data without decryption,
thus enabling secure data sharing with third parties. This
would allow companies to analyze sensitive data, such as
medical information, without accessing the underlying content.
Recent privacy scandals, such as those involving 23andMe,
highlight the critical need for protecting immutable data, and
FHE offers a potential solution to these concerns. However,
orthogonal to the AI applications driving the current HW
designs, FHE requires extremely large polynomials with large
bit widths. As a result, contemporary hardware architectures
are not well-suited for efficient FHE execution, ultimately
limiting modern HW’s ability to efficiently and effectively
do the computations FHE requires. Additionally, the evolving
nature of FHE algorithms makes it challenging to develop
application-specific integrated circuits (ASICs) tailored to a
specific scheme. Addressing these limitations, we propose
an FHE ASIC that is co-designed at both the software and
hardware levels. The software dynamically restructures data to
maximize the efficiency of the ASIC, leveraging large hard-
ware multipliers while maintaining flexibility. This co-design
approach bridges the gap between the computational demands
of FHE and the hardware constraints of modern systems,
making FHE more feasible for real-world applications.

II. PROJECT SUMMARY

A. Features and Functionality

Our ASIC accelerates the FHE algorithm by targeting one of
its expensive and most-used operations: polynomial multipli-
cation over the ring. At an algorithmic level, we use the NTT
algorithm to efficiently perform these computations, and lever-
age a montgomery multiplier to do modular multiplications
without the need for division capabilities. Large SRAM units
(20 KB total) are instantiated to store the two polynomials and
necessary constants. The chip takes instructions and data over
the 40-bit bus and supports two clock domains: one for IO (400
MHz) and one for the compute unit (1 GHz). Furthermore,
each operation supported by the compute unit is fully pipelined
for maximum performance with the given area.

B. High-Level Architecture

The 14 supported instructions, their modifiers, and associ-
ated data are communicated using the AXI Stream protocol
with ready/valid signals on both the input and output buses.
FIFO buffers at the input and output perform clock domain
crossing. The design supports 80-bit data values from the 40-
bit IO bus by using two clock cycles to transmit each data
value.

The top module creates a state machine with states to
warmup and cooldown the pipeline, generates the necessary
signals to start the address generator, and controls the butterfly
unit. The key component of the butterfly unit is the mont-
gomery multiplier, which consists of three 80-bit pipelined
multipliers that are chained together. To minimize their area
while allowing for full pipelining, each multiplier is built
using a dadda tree. The montgomery multiplication algorithm
is described in detail in the Documentation section of this
report. The butterfly unit also has a modular adder/subtractor
and routing logic to steer the output to the correct location.

To help meet the area constraints of the chip, we avoid
instantiating dual-ported SRAM by splitting the SRAMs into
banks that allow for 2 read and/or write operations per cycle to
each polynomial (4 total). This decreased the area of the chip
but required algorithmic changes to the system and a small
reorder buffer that shuffles results into the correct SRAM bank.

Figure 3 shows the complete block diagram in detail.

C. Physical Design

Our design can be seen in Figure 1. The core area was
820µm × 820µm for a total area of 627000µm2. The core area
is almost 100% utilized due to our high-bitwidth Montgomery
multiplier. Around the core, we placed an I/O ring. Each side
of the ring has 13 pads, for a total of 52 pads. 2 of these
pads are for VDD and 2 are for VSS. These power pads were
placed in opposite corners of the chip to try and balance power
distribution. The remaining pads are for our clocks and data
movement. The way these pads are used is described in §VII-F.

We instantiated a total of four 512-word 80-bit RF blocks.
Two were placed in the bottom left corner and two were
placed in the top right corner. We also placed two 1024-wide
SRAM blocks in the top left and bottom right. These are used
for holding our polynomials and other necessary values for
computing polynomial multiplication.



Fig. 1. Chip Layout View.

The chip runs at a maximum frequency of 1 GHz for all
internal logic. There is a 250MHz maximum clock sub-portion
of the design. This portion of the ASIC is used for transferring
data between it and the FPGA. There is an asynchronous FIFO
in between these two clock domains.

We performed power analysis of our chip. We ran a power
simulation for computing 1 full polynomial multiplication.
This analysis includes the steps of transferring data to and
from the ASIC. Our analysis found that our chip consumes
7.1 mW of leakage power and 63µW of dynamic power, for
a total of 7.17 mW of power.

D. Design Choices

We made several design decisions to improve the perfor-
mance of our chip using hardware/software co-design. These
included the aforementioned SRAM architecture, using Mont-
gomery multiplication, and simplifying the IO commands to
meet the computation and area requirements for the chip.

By implementing single-port RF IPs instead of dual-port
SRAM IPs, we introduce a memory area saving of 48%.
A dual-ported SRAM IP capable of holding one 512-term
polynomial with 80-bit coefficients is 101084 µm2, while our
single-port RF IPs that are 256 terms each are 26160 µm2,
for a total size of 52320 µm2 per polynomial. This required
algorithmic changes that introduce small extra amounts of
hardware (3 80-bit registers in the reorder buffer), but doubles
the performance over a unified single-port SRAM block with
512 words of 80 bits.

We chose to implement Dadda multipliers to minimize the
amount of combinational logic in the multipliers. In total, each
80-bit multiplier consists of 43056 2-input gates (prior to any

synthesis optimizations). Since the area of multipliers grows
proportional to the bitwidth squared, it is critical to minimize
the bitwidth of the multiplication operations. Since we need
all of our multiplications to be modular multiplication, we
investigated a couple of options. Barrett Reduction is a com-
mon method to perform modulo, but it requires a multiplier
with double the bitwidth of one input: we would need one
80-bit multiplier for the multiplication, and one 80-bit and
one 160-by-80-bit multiplier for the Barrett Reduction. This
is substantially more expensive in terms of area and power than
using the Montgomery multiplication algorithm, for which we
use three 80-bit multipliers.

Since all of our operands are 80 bits, we use two clock
cycles to send data over the IO bus, which is the critical
path of the design from an algorithmic standpoint. As such,
reducing the width of the data bus to accommodate a separate
instruction bus would severely hinder performance by adding
a clock cycle to each coefficient transmission. Instead, we add
one bit to the data bus that tells the system to interpret the
other 40 bits as either data or an instruction.

E. Verification and Test Strategy

For verification, we first verified the Dadda and Mont-
gomery multipliers. One DFT feature in our design was the
modularity of the multipliers. The Montgomery multiplier uses
three Dadda multipliers, so we designed a separate module
for the Dadda multiplier and verified this first. To verify the
multipliers, we used randomly generated 80-bit operands and
verified the output product against our testbench’s shadow
multiplier.



There was no good, clean, easy way to partition the rest of
the design for further unit testing, especially with the limited
time we had, so we moved on to top-level verification after the
multipliers were verified. We used our Python codebase (which
implements the software equivalent of our chip’s functionality)
to generate input vectors and expected outputs and to write
them to a file. Our testbench read this file to create queues
of commands for various tests and a queue of corresponding
expected results. We had a full system test which tested the
entire process of sending polynomial terms, computing poly-
nomial multiplication over the ring, and receiving the result.
We also ran tests on subsets of our supported commands. For
each test, the testbench used the queues of commands to set
the value of the data bus, and the queue of expected results to
check against the value of the data bus set by the chip.

F. Comparison with Proposal

We had to make many changes during the design process.
This resulted in a very different-looking implementation than
we initially proposed. These changes were almost entirely
driven by area constraints and are summarized in Table I.

III. POST-SILICON VALIDATION

We plan to test the chip on a PCB that is connected to an
FPGA’s GPIO pins. This will allow us to easily drive the 41-
bit bus using RTL and generate the IO clock. The hardest part
of the design will be maintaining signal integrity at 400 MHz
on the PCB traces. The FIFO buffers on the chip allow for a
different IO clock frequency than compute frequency so any
issues with transmitting data to and from the chip could be
mitigated by slowing down the PLL clock generator on the
FPGA. Depending on the FPGA we use, the PLL may not be
able to reach 1 GHz to generate an output clock to drive the
compute clock. In that case, we will use a crystal oscillator
on the PCB. In this case we will also look into programmable
oscillators to be able to adjust the frequency on the fly.

All four of us are currently planning to work on the project
in the spring semester.

IV. INDIVIDUAL CONTRIBUTIONS

Our individual contributions are shown in table II.

V. CHALLENGES & LESSONS LEARNED

Our primary challenge was implementing an efficient and
correct algorithm while meeting the area constraint. The area
constraint prevented us from instantiating multiple Mont-
gomery multipliers which would have doubled the throughput.
We had to downsize all the units to support 80-bit operations
instead of 96-bit or 128-bit. We also had to use multiple single
port SRAMs instead of fewer dual port SRAMs to fit all
the necessary memory. This required a new and non-trivial
addressing scheme and algorithm. One lesson we learned from
this is that it’s important to do area estimates immediately. We
wasted time coming up with algorithmic improvements that in
the end couldn’t be implemented.

We also faced some challenges using Verdi to simulate
the design, such as discovering that the SRAM memory

block needs a delay in simulation to work correctly. We also
encountered problems when using x propagation that took
some time to debug. These problems with the simulations
meant that it took longer than we expected in our proposal
to complete the RTL and testbenches.

In the PNR phase, we struggled to meet our aggressive 1
GHz clock frequency target. This required relaxing the clock
uncertainty to 0.1 ns.

VI. ALGORITHM

A. Polynomial Multiplication over the Ring [1]

Fundamentally, all Fully Homomorphic Encryption (FHE)
schemes and, more broadly, lattice-based cryptographic ap-
plications, rely heavily on polynomial multiplications. The
base form of polynomial multiplication can be illustrated with
simple polynomials like x+1 × x+1 = x2+2x+1. However,
in lattice-based cryptography, these polynomial operations
are performed over a ring, where we need to control the
degree of the resulting polynomial to prevent it from growing
uncontrollably. This style of polynomial multiplication is often
called cyclic convolution or positive-wrapped convolution.

Polynomial multiplication over the ring is canonically rep-
resented as Zq[x]/(x

n+1), where q is a modulus (often a large
prime), and xn+1 is the reduction polynomial. The reduction
by xn + 1 ensures that any polynomial of degree n or higher
is wrapped around to fit within a degree less than n.

If we multiply two polynomials f(x) and g(x) over the ring
Zq[x]/(x

n + 1), the result is:

h(x) = f(x)× g(x) mod (xn + 1)

This means any term with degree ≥ n is reduced by the rela-
tion xn ≡ −1 mod q. This keeps the resulting polynomial’s
degree bounded by n− 1.

Suppose we have n = 3 and q = 11, and we multiply:

f(x) = 3x2 + 2x+ 1

g(x) = 6x2 + 5x+ 4

Without reduction and coefficient modulus, the multiplication
would result in:

h(x) = (3x2 + 2x+ 1)(6x2 + 5x+ 4)

= 18x4 + 27x3 + 28x2 + 13x+ 4

Now, applying the reduction x3 + 1 ≡ 0 =⇒ x3 ≡ −1
mod q, we reduce leading to the final reduced polynomial:

h(x) = 18x4 + 27x3 + 28x2 + 13x+ 4

= 6x2 + 6x+ 10

To clarify, for example, 18x4 = 18x · x3 ≡ −18x ≡ 4x
mod 11. Adding with the 13x term we get 17x ≡ 6x
mod 11.



TABLE I
ORIGINALLY PROPOSED DESIGN VS THE FINAL DESIGN

Original Plan Final Version Why
Radix-4, Booth-Encoded, Montgomery, Dadda Tree Multiplier Only Dadda Tree and Montgomery Area Limitations

1024-coefficient polynomials each with 128 bits 512-coefficients and 80 bits Area Limitations
Dual Port SRAMs and a simple addressing scheme Single Port SRAMs with a complex

addressing scheme
Area Limitations

Two Multipliers for improved parallelism One Multiplier Area Limitations
Completely Overlap Data Movement with Computation Mostly Overlapped Them The FSM was very tricky to write

TABLE II
INDIVIDUAL CONTRIBUTIONS

Person Contributions
Scott

• Radix-4 Booth Multiplier RTL and
model (eliminated from final design due
to area)

• Top-Level Integration (SRAM, I/O
Buffers, etc.)

• FHE algorithm design
• System Architecture
• Top-Level System Verification
• Synthesis & PNR flows

Greg
• FHE Algorithm Design
• System Architecture
• I/O Ring Integration
• Final Layout including fill density
• Resolved DRC Violations
• LVS Verification

Henry
• Dadda Multiplier RTL
• Montgomery Multiplier RTL
• Butterfly Unit RTL
• Address Generator RTL
• Control Logic RTL
• System Architecture
• PNR Flow

Marissa
• Dadda Multiplier Verification
• Montgomery Multiplier Verification
• Top-Level Verification
• Code Cleaning (Lint/Warning Cleanup)
• System Architecture

B. Number Numeric Transform [1]

Naively multiplying two polynomials f(x) and g(x), both
of degree n − 1, directly requires O(n2) operations. This is
because for each term in f(x), you must multiply it by every
term in g(x). When the degree n becomes large, this com-
plexity becomes impractical for cryptographic applications.

NTT reduces this complexity by transforming the polyno-
mials into the frequency domain where multiplication can be
done element-wise. The steps in NTT-based multiplication are:

1. **Transform:** Both polynomials f(x) and g(x) are
transformed from the time domain to the NTT domain us-
ing the forward NTT (using the butterfly algorithm to do
this efficiently). 2. **Pointwise Multiplication:** In the NTT
domain, the multiplication of the transformed polynomials is
done pointwise, i.e., by multiplying corresponding coefficients,

Fig. 2. NTT Algorithm

which is computationally cheap and efficient. 3. **Inverse
Transform:** The product in the NTT domain is transformed
back into the time domain using the inverse NTT to yield the
result.

The NTT reduces the time complexity of polynomial mul-
tiplication from O(n2) to O(n log n), a substantial improve-
ment, especially for large n commonly encountered in lattice-
based cryptographic schemes.

Furthermore, a major advantage of using the NTT is that
the reduction by the modulus q and the reduction polynomial
xn + 1 is implicitly handled during the transformation. Since
NTT operates in the finite field Zq , all arithmetic operations
(including additions and multiplications) are automatically
reduced modulo q. Additionally, the NTT implicitly handles
the reduction by xn + 1, ensuring that polynomial degrees
never exceed n− 1. This avoids explicit reduction steps after
polynomial multiplication, which the direct approach requires.

C. HW aware Software Partitioning

Given all of this, if we were to develop an NTT core that
can natively compute the N and q sizes required by a specific
FHE scheme, no further discussion on the algorithm would be
necessary. The custom ASIC developed would simply need
to handle the NTT for a particular configuration. However, a
quick glance at the parameters used in FHE schemes—such as
those listed on homomorphicencryption.org [2]—reveals that
the cryptographic requirements often dictate parameter sizes
that do not easily map to hardware implementations.

For instance, in CKKS [3], a common working config-
uration might be Q = 440 and N = 16384. The exact



parameters, however, depend on the particular FHE scheme
and the intended use case. Architecturally, one solution to
this challenge is to design hardware that supports a maximum
Q and N , with the ability to reconfigure smaller datapaths
to handle smaller parameters. While this approach ensures
flexibility, it suffers from inefficiency: when working with
smaller N and Q values [4], [5], much of the arithmetic and
memory units remain underutilized, leading to area bloat and
suboptimal performance.

To overcome this, we leverage the reconfigurability of
FPGAs and partition the problem at the algorithmic level
rather than in hardware. By doing so, we can break up
a large polynomial, defined by the algorithm, into smaller
parts that the hardware can efficiently process. To achieve
this, we utilize the Chinese Remainder Theorem (CRT)
to decompose a large polynomial with a large q into several
smaller polynomials with smaller moduli. At the same time,
we apply the Karatsuba algorithm to break down a large
polynomial with a large N into smaller polynomials with
smaller degrees, thereby decoupling the algorithm from the
HW design and constraints.

D. Chinese Remainder Theorem (CRT)

The Chinese Remainder Theorem (CRT) is a powerful
tool in number theory that allows a problem with a large
modulus to be broken into several smaller problems with
smaller moduli. In the context of polynomial arithmetic, CRT
enables us to represent a polynomial with a large modulus Q as
a set of polynomials, each computed modulo a smaller prime.
More formally, given a modulus Q that can be factored as
Q = p1p2 · · · pk, where pi are smaller primes, CRT allows us
to decompose the original polynomial into multiple smaller
polynomials modulo pi. These smaller polynomials can be
processed independently and in parallel, significantly reducing
the complexity of operations and fitting better within the
hardware limitations.

E. Karatsuba Algorithm

The Karatsuba algorithm is an efficient method for mul-
tiplying large polynomials by breaking them into smaller
polynomials. It reduces the complexity of polynomial multipli-
cation from O(n2) to approximately O(nlog2 3), or O(n1.585),
by recursively splitting the polynomials into smaller parts.
Given two large polynomials f(x) and g(x), the Karatsuba
algorithm divides each polynomial into two halves: one half
representing the lower-degree terms and the other half repre-
senting the higher-degree terms. This allows multiplication to
be performed on smaller polynomials, which can be computed
more efficiently both in terms of time and resource usage.

VII. DOCUMENTATION

A. Top Level

Our NTT ASIC design consists of IO, SRAM memory
blocks, a Butterfly unit for computations, an address generator,
and a top-level control block. The architecture diagram is
shown in Figure 3. The top-level file instantiates all of the

necessary modules and defines a state machine, with a state
for each command that can be executed, and sub-states for
each of these as needed by the command. It is capable
of reading in all of the data values that are required by
the NTT algorithm, converting the polynomial coefficients
to the Montgomery domain, multiplying those values by the
NTT roots of unity (ROUs), performing the NTT, calculating
element-wise multiplication between the polynomials in the
NTT domain, and then computing the iNTT of the data and
sending the result back to the FPGA. We use a bitwidth of
80 bits for all values in the design, which conveniently is
transmitted over the 40-bit data bus in exactly 2 clock cycles at
the IO frequency of 400 MHz. The ASIC itself is designed to
run at 1 GHz, and each operation is fully pipelined to support
maximum performance.

B. Montgomery Multiplication Algorithms

Montgomery multiplication is an algorithm that can perform
modular multiplication (i.e. a ∗ b mod c) using only division
by a specified number. Selecting this number to be a power of
2 (specifically 280 in our case), allows for simple bit shifting,
which is easy in hardware. The algorithm requires 3 80-bit
multiplications, which each have an output of 160 bits. This
is in contrast to a Barrett Reduction, an algorithm to perform
a modulo operation, which requires 2 80-bit multiplications
and an 80-by-160-bit multiplication to perform a modular
multiplication, which would result in a larger design.

We make the following definitions:
1) R = 280

2) q is a prime number that satisfies q < R
3) q′ is defined such that qq′ ≡ R− 1 mod R
4) R−1 is defined such that RR−1 ≡ 1 mod q
5) Converting a number x to the Montgomery domain is

done via xM = xR mod q

With these definitions, the Montgomery multiplication al-
gorithm to multiply x and y is the following, where zM =
xMyMR−1 mod q.

1) T = xM ∗ yM
2) c = T [79 : 0] ∗ q′
3) z = (T + c [79 : 0] ∗ q) >> 80
4) if z >= q then z = z − q
5) return z

There are a couple of things to note here. Firstly, converting
x to the Montgomery domain can utilize the Montgomery
multiplier because if yM = R2 mod q, then xyMR−1 ≡
xRRR−1 ≡ xR mod q = xM . Secondly, converting xM

from the Montgomery domain can also use the Montgomery
multiplier where yM = 1 because zM = xM (1)R−1

mod q = xRR−1 mod q = x mod q = x.

C. Butterfly Unit

The fully-pipelined butterfly unit is the key computation
block on the chip. It consists of a Montgomery multiplier
to perform modular multiplication as well as adders and
comparators to perform modular addition and subtraction. The



Fig. 3. High level diagram.

routing logic can be configured for 6 different modes, which
each correspond to a different function.

1) Convert to Montgomery domain
2) Modular multiplication with ROU
3) Modular multiplication with the polynomial degree in-

verse
4) Convert from Montgomery domain
5) Butterfly mode
6) Modular multiplication between elements of the two

polynomials
All of the modular multiplications and converting to the Mont-
gomery domain simply configure the Montgomery multiplier
to use different inputs. Additionally, the butterfly unit passes
valid signals along with the data through the pipeline, which
are used to change states in the top level module.

D. Dadda Multiplier

Our 80-bit multiplier design uses a Dadda Multiplier tree to
efficiently add 802 = 6400 partial products with the minimum
number of gates. We generate the SystemVerilog for this using
a Python script that is parameterizable to the number of bits
and stages. The final design uses a 2-stage multiplier, capable
of reaching a 1 GHz target frequency.

E. Address Generator

Table III shows the location of indices relative to where they
started in the SRAM blocks for each polynomial. To begin
with, the even polynomial terms are in SRAM 1, and the odd
terms are in SRAM 2. In the first stage of the NTT algorithm,
coefficients a0 and a1 are fed into the butterfly unit, followed
by a2 and a3, and so on. When values a0 and a1 have been
propagated through the butterfly unit, the outputs are fed into
the reorder buffer, a 2x2 register block with 80 bits each. On
the next clock cycle, when a2 and a3 have been fed through
the register unit, a0 and a2 are written to SRAMs 1 and 2,
respectively, while a1 is put into the register bank. On the

following cycle, a1 and a3 are written to the SRAMs, while a4
and a5 are put into the reorder buffer. This effectively swaps
the places of a1 and a2 in the memory. It is worth noting
for clarity that these values change in the butterfly unit to
Ψnan ± am. In the second stage, a0 and a2 are read from the
SRAMs and fed into the butterfly unit, followed by a4 and
a6. When their outputs have been computed, the locations of
a2 and a4 are swapped in memory. To minimize the size of
the reorder buffer and ensure that no values are overwritten
before they are read, the stride of the memory access pattern
is increased in each stage. That way, the value that will be
overwritten is already in the pipelined butterfly unit.

F. Commands

Our ASIC chip is controlled by commands from the FPGA
interface, which consists of a 41-bit data bus and 4 ready/valid
bits for the ASIC and FPGA. The data bus is bidirectional, and
the 41st bit controls whether the other 40 bits are a command
or data. There are 13 supported commands, which will be
executed in the order they are received. Table IV shows how
the bits are interpreted when data[40] is HIGH.

Details of the values for these entries can be found in this
spreadsheet.

G. FIFO Buffers

We instantiate 2 FIFO buffers in the top level module, one
for chip inputs and another for chip outputs. This is necessary
to maintain throughput for the data bus while operating in
2 different clock domains. We used FIFO code from this
GitHub repo to implement the buffers. The IO clock domain
is designed to run at 400 MHz, while the main computation
clock domain is at 1 GHz. Both buffers are 8 elements long,
allowing the FPGA to fill the buffer with future commands
while the chip executes the NTT operations. The input buffer
entries are 41 bits long, and the output buffer entries are 40

https://docs.google.com/spreadsheets/d/1D8mYfKrgqRHdeIEKzoucMeWn30MrzmoKVEho6edr1xc/view
https://github.com/jomonkjoy/CDC_FIFO_Design/blob/master/multibit_fifo_sync.sv
https://github.com/jomonkjoy/CDC_FIFO_Design/blob/master/multibit_fifo_sync.sv


TABLE III
REPRESENTATION OF INDICES OF MEMORY ACCESS PATTERN

SRAM 1 SRAM 2
Stage 0

0 1
2 3
4 5
6 7
8 9
...

...
510 511

Stage 1
0 2
1 3
4 6
5 7
8 10
...

...
509 511

Stage 2
0 4
1 5
2 6
3 7
8 12
...

...
507 511

Stage 3
0 8
1 9
2 10
3 11
4 12
...

...
503 511

...
Stage 8

0 256
1 257
2 258
3 259
4 260
...

...
255 511

TABLE IV
INSTRUCTION FORMAT

data[40] Command or Data
data[39:19] Unused
data[18:15] Command
data[14:12] Data Type

data[11] Unused
data[10] Polynomial Select
data[9:0] Address

bits because the command/data bit is only on the input but the
FIFOs are otherwise identical.

VIII. TESTING INSTRUCTIONS

Setup and Library Access

1) Navigate to the working directory on VM1:

cd /home/hgjun2/post_real2

2) Load the required modules:
module load calibre/aoi_2020.3_24.16
module load cadence/2023-05.lua

3) Launch Virtuoso:
virtuoso

4) Open the Library Manager:
Tools -> Library Manager

5) Navigate to and open the layout:
ntttop_ioring/ntt_ioring/layout

Design Rule Check (DRC)

1) Access the DRC tool:
Calibre -> nmDRC

2) Load the DRC runset file:
/home/hgjun2/post_real2/scripts

/drc_runset.params

3) Run the DRC files located at:
/ece498hk/libs/newer_drc_rules/

Layout Versus Schematic (LVS)

1) Load the Calibre netlist export configuration:
/home/hgjun2/post_real2/scripts

/calibre_netlist_export.params

2) Access the LVS tool:
Calibre -> nmLVS

3) Load the LVS runset file:
/home/hgjun2/post_real2/scripts

/lvs_runset.params

4) Ensure that no new files are output. Use the current files
(configured using scripts/replace.py):

/lvs/ntt_ioring.calibre.db
/lvs/out.ntt_ioring.src.net

Final Files Submission

• Final files submitted are located in:
/home/hgjun2/FINAL2/

A. Instructions to view each component of our design

Navigate to /home/scottcs2/ntt_submit. See Table
V for the relative paths to each hdl and python file.



TABLE V
RELEVANT HDL AND SOFTWARE FILES FOR VIEWING PURPOSES

File Path File Name Description
/algorithms/crtKaraNtt hardware.py Used in conjunction with

/crtKaraNtt/kara_software.py to emulate our
design in software.

/algorithms/crtKaraNtt kara_software.py Used in conjunction with /crtKaraNtt/hardware.py to
emulate our design in software.

/algorithms/crtKaraNtt miller_rabin_primes.py Generates prime numbers for use in NTT.
/algorithms/rtl_ntt hardware.py Used in conjunction with /rtl_ntt/kara_software.py

to emulate our design in software, used to generate expected
results for test vectors.

/algorithms/rtl_ntt kara_software.py Used in conjunction with /rtl_ntt/hardware.py to
emulate our design in software, used to generate expected

results for test vectors.
/algorithms/rtl_ntt montgomery_multiplication.py Performs modular multiplication by doing multiplication in

the Montgomery domain. Software emulation of
mont_mult2.sv.

/algorithms/rtl_ntt generate_tests.py Generates all the test vectors for use in top-level verification.
/mult/hdl dadda_mult.py Used to generate dadda_mult.sv.
/mult/hdl dadda_mult.sv The primitive multiplier, used in the Montgomery Multiplier.
/mult/hdl mont_mult2.sv The top-level multiplier, a Montgomery Multiplier. Used to

convert operands to the Montgomery domain and to perform
modular multiplication.

/ntt/hdl fifo_buf.sv Buffers results from a single dadda multiplier for use in the
Montgomery Multiplier.

/ntt/hdl ntt.sv Control logic for the Montgomery Multiplier. Used for the
butterfly operations.

/packages arith_hvl_pkg.sv Contains functions and data types for use in verification of the
multipliers.

/packages top_hvl_pkg.sv Contains functions and data types for use in verification of the
top-level.

/top/hdl addr_gen.sv Generates the addresses of the next polynomial terms to do
compute on.

/top/hdl async_fifo.sv Allows for clock domain crossing between i/o clock and ASIC
clock via FIFO buffering of data.

/top/hdl sram.sv Models SRAM behavior.
/top/hdl top.sv Our top-level module.

B. Instructions to simulate, verify, and test the entire design

1) Generate the test vectors:

1) Navigate to

/home/scottcs2/ntt_submit

2) Activate the python virtual environment (from the root
folder of the project)

source bin/activate

3) From the root folder of the project

cd algorithms/rtl_ntt
python3 generate_tests.py

--bitwidth 80
--polynomial_width 512

2) Run simulation & verification:

1) From the root folder of the project

cd top/sim
make run_main_tb
vcs/main_tb
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