

Responses to Reviewers

	Response to Reviewer 1 Comments


	1. Summary
	
	

	We sincerely thank you for taking the time to review our final report draft. Your comment helped us recognize that the SAR processing diagram needed a concrete data example. In the revised report, we added a waveform example near the SAR imaging pipeline figure and clarified how the received FMCW signal enters the onboard processing flow.


	2. Questions for General Evaluation
	Reviewer's Evaluation

	Does the introduction provide sufficient background and include all relevant references?
	Yes

	Is the research design appropriate?
	Yes

	Are the methods adequately described?
	Can be improved

	Are the results clearly presented?
	Can be improved

	Are the conclusions supported by the results?
	Yes

	Are all figures and tables clear and well-presented?

	Can be improved

	3. Point-by-point response to Comments and Suggestions for Authors

	Comments 1: Add example of data next to Fig. 4. Text boxes.

	Response 1: We agree with this suggestion. In the revised report, an example of the received radar waveform has been added immediately after the SAR imaging pipeline diagram. This new figure is labeled as Figure 5, "wave received," and is placed directly after Figure 4 in Section 2.3. The added example shows the type of raw radar signal used as input to the processing pipeline, making the flow from raw radar data to pulse detection, complex signal generation, range compression, FFBP reconstruction, and final SAR image output clearer for the reader.
[Figure 4 illustrates the main processing stages of the onboard SAR imaging pipeline. Figure 5 gives an example of input of algorithm. The waveform example corresponds to the received radar data before it is processed by the onboard imaging algorithm.]




	Response to Reviewer 2 Comments


	1. Summary
	
	

	We sincerely thank you for the careful review and constructive request. We agree that the original draft did not provide enough mathematical and algorithmic detail about how SAR range data is converted into images. In the revised report, we expanded the SAR imaging explanation, added mathematical derivations for conventional backprojection (BP) and Fast Factorized Backprojection (FFBP), described GPU acceleration and the signal-processing path in more detail, and discussed why alternative approaches such as conventional BP and Range-Doppler processing were less appropriate for our onboard UAV implementation.

	2. Questions for General Evaluation
	Reviewer's Evaluation

	Does the introduction provide sufficient background and include all relevant references?
	Yes

	Is the research design appropriate?
	Yes

	Are the methods adequately described?
	Must be improved

	Are the results clearly presented?
	Yes

	Are the conclusions supported by the results?
	Yes

	Are all figures and tables clear and well-presented?

	Can be improved

	3. Point-by-point response to Comments and Suggestions for Authors

	Comments 1: Provide more mathematical details about the computational process for converting SAR range data into images including alternative approaches.

	Response 1: We agree that the computational description in the draft was too brief. In the revised report, Sections 2.3 and 2.4 now describe the image-formation pipeline in greater detail and include mathematical derivations of conventional backprojection (BP) and Fast Factorized Backprojection (FFBP). The received FMCW signal is first captured as a time-domain waveform and segmented into individual pulses using the trigger channel. Each pulse is converted into a complex signal, and Fourier-transform-based range compression is used to map beat-frequency content into range information. These range profiles are then associated with UAV position data and combined coherently across the flight path to synthesize a larger aperture and form a focused two-dimensional SAR image.
Backprojection derivation. Let the nth radar pulse be collected at UAV position pₙ = [xₙ, yₙ, zₙ]ᵀ, and let r = [x, y, z]^T denote a candidate image pixel. The geometric slant range between the antenna phase center and the pixel is
Rₙ(r) = ||r − pₙ||.
For an FMCW chirp with slope S, the beat frequency corresponding to a target at range R is
f_b = 2SR / c,
where c is the speed of light. After dechirping and Fourier-transform-based range compression, the data from pulse n can be represented as a complex range profile g_n(R). Conventional BP reconstructs the scene reflectivity at pixel r by sampling each pulse at the range predicted by the flight geometry and then applying round-trip phase compensation:
I_BP(r) = ∑ₙ₌₁ᴺ wₙ gₙ(Rₙ(r)) exp(j4πRₙ(r)/λ).
Here wₙ is an optional aperture weighting term, λ is the radar wavelength, and gₙ(Rₙ(r)) is obtained by interpolation between discrete range bins. The exponential term aligns the phase histories from the same physical scatterer so that coherent summation reinforces focused targets while unfocused contributions tend to cancel. Direct BP therefore requires one range interpolation and one phase correction for every pulse-pixel pair, giving a computational cost of O(NP) for N pulses and P image pixels.
FFBP derivation. FFBP starts from the same BP imaging equation but reorganizes the coherent summation hierarchically. The aperture is divided into smaller subapertures Aₘ, and the image grid is divided into local subimages Bₗ. For subaperture center pₘ and subimage center rₗ, define
Rₘₗ = ||rₗ − pₘ||,     uₘₗ = (rₗ − pₘ)/Rₘₗ.
For a nearby pulse position pₙ = pₘ + δpₙ and nearby pixel r = rₗ + δr, the exact range is
Rₙ(r) = ||rₗ + δr − (pₘ + δpₙ)||.
Within each local subaperture/subimage pair, this range is approximated by a Taylor expansion around (pₘ, rₗ):
Rₙ(r) ≈ Rₘₗ + uₘₗᵀ(δr − δpₙ) + [||δr − δpₙ||² − (uₘₗᵀ(δr − δpₙ))²]/(2Rₘₗ).
Using this local range approximation, FFBP forms partial coherent images for each subaperture and recursively merges them:
Iₘ(r) = ∑ₙ∈Aₘ wₙ gₙ(R̃ₙ(r)) exp(j4πR̃ₙ(r)/λ),
I_FFBP(r) = ∑ₘ Iₘ(r).
The key difference from direct BP is that interpolation and phase correction are performed on smaller subimages and subapertures and then reused across merge stages. This recursive factorization reduces redundant pulse-pixel operations while retaining BP's ability to use the measured UAV trajectory rather than assuming perfectly linear or uniform motion.
[bookmark: _GoBack]We also expanded the explanation of the selected reconstruction method. The revised report identifies FFBP as the chosen algorithm because it preserves the flexibility of BP for non-ideal UAV motion while reducing computational cost through recursive subaperture and subimage decomposition. The report now states that the most expensive operations, including range compression, phase compensation, interpolation, and coherent accumulation, are accelerated on the NVIDIA Jetson Orin Nano using CUDA through CuPy and custom GPU kernels.
The revision also adds a comparison with alternative methods. Conventional BP is discussed as a high-quality reference method, but it directly evaluates every pulse-pixel contribution and is therefore computationally expensive for onboard real-time processing. Range-Doppler processing is also mentioned as an alternative, but it is less suitable for our system because UAV trajectories are not perfectly ideal and the project requires embedded processing under strict latency constraints. These tradeoffs explain why FFBP with GPU acceleration was selected for the final system.
We further supported this explanation using verification information from our final presentation and testing results. In our recorded 90-second radar-wave processing test, conventional BP required about 174 s, CUDA-accelerated BP required about 7 s, and CUDA-accelerated FFBP required about 2 s. This result supports the revised report's claim that FFBP provides the intended tradeoff between image quality and onboard processing speed.
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