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Three steps to a streaming estimate

-

Build —» analyze —» amplify

An unbiased random variable is the starting point. Control its variance, average independent copies, then take a
median.
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The stream and its frequency vector

-~

o= (81,---,8m), s¢ € [n] ={1,...,n}.
fo=Htiso=if, > fi=m.
i—1

m counts positions; n is the universe size.

NS

Vs

One pass through an insertion-only stream; memory much smaller than a full frequency table.

-




Frequency moments

Ve

Fy, = i fi.
i—1

Fo=|{i: fi>0}, Fi=m, Fy=) f}, Fo=maxf.

1

For Fyy, use 0° = 0 and e’ = 1 fora > 0.

Today: F7, for fixed integer k > 1, then a better bound for F5.




What does a successful estimate mean?

-~

For0 < e,0 < 1, return Fy satisfying
PI‘Uﬁk — Fk’ > EIFk] <.

The probability is over the algorithm’s randomness, for any fixed stream.

Words hold an item identifier or a stream counter. For fixed k, a constant number of words also holds the needed
powers. An empty stream is handled separately: return O.

&




Unbiased is not yet accurate

Ve

The coin example
X ~ Bernoulli(p), EX = p, Var(X) = p(1 — p).

One flip returns 0 or 1, even when the target is a small positive p.

We need a bound on deviation from the mean, not just the correct mean.




The abstract estimation problem

Vs

EX =pup >0, Var(X) = v < .

Construct Z with
Prll—e)p<Z<(1+¢e)ul>1-24.

Ve

The useful quantity is the relative variance v/ 2.




Chebyshev sets the variance target

Forany a > 0,

Var(W
Pr(|W — EW| > o] < S 220Y)

02
f EW = pand Var(W) < e?u?/4, then

NG

Pr[[W — p| > ep] <




Average independent samples

-~

X1,...,X, independent copies of X,

EA = ;;EX-—M.

Averaging preserves the target mean.




Independence reduces variance

Ve

Var(A) = %Var (Z Xj>

Repeatedly using the same random sample would not reduce variance.
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Choose the block size

-~

a = max{l,

Pr[|A — p| > ep

|

4v
e2 2

v

Iy

ae2p?

<

1
T

If v = 0, one sample is already exact. In an algorithm, a known upper bound on 1//,u2 suffices.
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Why a second layer?

Ve

Chebyshev applied to one average of M samples gives

Pr|failure] <

This route uses M > v/(de?u?) for failure 6.

M82/.L2 )

Ve

NS

The median of independent averages needs only logarithmically many blocks in 1/4.
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Median of averages

1
Ai:_ Xz"v Z: d A,...,A .
az r median(A; 3)

All a8 samples are independent; take 5 odd.

Independent copies — averages — median

[ Block 1 J [ Block 2 J [ j [

Block [3

J

[ Average A, J [ Average A, j [

J [ Average AP J

[ Median: a majority of accurate blocks is enough

J
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A majority inside the interval traps the median

Vs

Lot I = [(1— e)p, (1 + e)u).

B
G; :l[Ai EI], G:ZGZ
o=l
3 33
=1 > — > —.
Pr[G; 1]_4, EG > A

G>p/2 = Zecl.
A bad median therefore implies G < /2.
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Chernoff bounds the bad majority

-~

For independent Bernoulli variables and 0 < t < 1,

Pr[G < (1 — t)EG] < e 1EG/2,
Since 8/2 < (2/3)EG,

Pr[Z ¢ I] < e BG/18 < A/,
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A complete amplification theorem

e

Choose
a = max{1, [4v/(e*p?)]}, B =2[12In(1/d)] + 1.
Using M = a8 independent samples,
Pr||Z — p| > eu] < 6.

1% 2
M:O((l—l— gzluz)logg).

Compute block averages and select their median in O(M ) time.




Return to the stream

-~

Goal: one constant-size random sketch X with KX = F7.

Pick a uniformly random stream position P € |m)]. Store its value and count its occurrences from position P onward.

N
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A random position, not a random distinct value

PrlP =t =1/m, Prisp =i] = f;/m.

Frequent values are more likely to be selected.

Sample a position; count matching values in its suffix

e JLe e Jle JL o JL e JL = |

[ Before P J [ Selected a J [ Later a j [ Later a J

[ Selected value a; suffix countr =3 J




Reservoir sampling implements that choice

-~

At position t, replace the representative with s; with probability 1 / t.

For a fixed position p < m,

|

|z 1 1 p
Pr[P:p]:—H(l—?):—-m
pt:p—H p

The final position is uniform without knowing m in advance.

&

m
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Maintain the suffix count

-~

State: position counter £, representative v, suffix counter r.
On arrival of s¢:
1. With probability 1/¢, set v <— s; and r < 1.

2. Otherwise, if s = v, setr < r + 1.

Replacement resets r even when the new representative has the same value.

20



What does the final counter represent?

Vs

If the final selected position is P, then
r={t>P:s=sp}|
For a value appearing f; times, the suffix ranks at its occurrences are

fi, i —1,...,1.

21



Use a discrete derivative

e

&

D Ax(r) = ff —0F = ff.

r=1

The difference is chosen so the expectation telescopes.
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Unbiasedness: sum over all positions

23



Check the first moment

-

Fork =1,
X=m(r—(r—1)) =m= F.

The estimator is deterministic and exact.

&

The interesting variance analysis begins at k& > 1.
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Check the second moment estimator

e

For k = 2,

For a value of frequency f,

X=m(r’— (r—1)%) =m(2r —1).

1+3+---+(2f—1) = f*

25



The telescoping idea is more general

Ve

Let g(0) = 0, and set
Xy =m(g(r) —g(r —1)).
Then

EXy = Z g(fi)-
i=1

&

This establishes the mean. A useful approximation still needs a variance bound.
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Bound one increment

Vs

Forr >1and k > 1,

N

0 < Ag(r) = / kx* tdr < krF L.
r—1

Ve

Forl <r < f,

Ak(r)2 < kfk_lAk(’I“).

27



Sum the squared increments

e

One factor is bounded; the other still telescopes.

N
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The probabilistic second moment

Ve

We need to compare this with F7.

&

29



Compare the first and kth moments

e

Convexity of © — zk gives

Taking kth roots,

k
12 12
(n i fi) “n i .

m < nl—l/kal/k:.
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Bound the largest frequency

Vs

Let L = max; f;. Then

Lk < Zfik — F,, L1 < Fk(k_l)/k.

Fop1 = Z fEfFt < LF 'Ry

31



Compare the higher moment with F},

e

Multiply by the bound on m:

By < Fkgk—l)/k P, = kazk—n/k

mkEy._1 < nl—l/ka2.
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The relative variance bound

Ve

Var(X) = EX? — F}
< kmFy,_1

< kn'"VEER2,

Va’r(X) S knl_l/k.
(EX)*
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Choose parameters before the stream arrives

-~

|’4kn11/k
o —
52

W, B =2[121n(1/8)] + 1.

Run a8 independent reservoir sketches on the same stream.

N

These parameters use the known bound on relative variance. They do not require knowing F.
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General-moment theorem

Ve

For fixed integer k > 1, a one-pass algorithm returns ﬁk with
Pr[|F}, — Fy| > eFy] <6

using

2
O (knll/ksz log E) words.

The direct implementation performs one constant-time update per sketch per item.
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Why specialize to F5?

Ve

Substituting £ = 2 gives

O (\/ﬁ e %log %) words.

Random signs give relative variance at most 2, removing the \/ n factor.
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Assign randomness to values

-~

For now, let b(1),...,b(n) € {—1,+1} be unbiased, four-wise independent signs.
Eb(i) =0,  b(i)* = 1.

Every occurrence of the same value uses the same sign.
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A signed counter

Vs

Initialize T' = 0. On arrival of s;, update

T <— T —|_ b(St)
At the end,
T=) b(s)=) fib(i), X=T
t=1 =l

One fixed sign per value

4 I a4 R a4

a— +1 b — -1 c — +1
o J (& J o
4 I 4 R 4
Every a adds +1 Every b adds -1 Every c adds +1

o J o J o

[ T =1(a) - f(b) + f(c)
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Expand the square

-~

T? =)  fib(@)*+2)  fifib()b().

i<j

The diagonal terms equal ff; the cross terms have mean zero.
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Pairwise independence gives the mean

For i # 7,
E[b(é)b(4)] = Eb(:)Eb(j) = 0.

Therefore

1

EX =ET*=) f’=F.

1

40



The variance requires four signs

-~

EX® =ET* = fififefsE[b(:)b(5)b(€)b(h)].

B,J,4;h

N

Classify quadruples by which indices repeat. There are at most four distinct signs in any term.

41



Terms with a singleton vanish

Ve

If 2 appears exactly once in a quadruple, independence gives

E[b()b(7)b(£)b(h)] = Eb(7) E[b(5)b(£)b(h)] = 0.

-~

This removes patterns 3 + 1,2+ 1+ 1,and1 +1+ 1+ 1.

42



Four equal indices survive

Vs

For (4,4, 1, 1),

The total contribution is

43



Two equal pairs survive

s

For each 7z < 7, there are (3) = 6 orders of (3,1, 7, j).
E[b(:)*b(j)°] = 1.

6> f2f;.

i<j

Their total contribution is




Subtract the squared mean

Ve

ET*=F,;+6) f’f],

1<J

F=Fi+2) fifl.

Var(T?) =4) f?f; < 2F;.

i<j

i<j
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Store a seed, not all the signs

Ve

Keeping n independent signs explicitly would use too much space.

The notes use a random polynomial modulo a prime:

g(z) =cy+ciz+ -+ c5x°

Choose independent uniform coefficients in I¥;,, with p > n.

(mod p).

46



Why polynomial values are independent

e

At r < 6 distinct inputs, prescribed values impose 7 independent linear equations on six coefficients.

PI‘[g(’I,l) = Y1y .. 79(27“) — yr] — p—r.

The Vandermonde matrix has full row rank: the inputs are distinct modulo p. Six-wise independence is more than the
four-wise independence needed here.

&
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The polynomial construction has a zero output

For an odd prime p, define
0, 4g(i)=p—1,
b(i) = § +1, g¢g(7) is odd,
—1, g(i)iseven and g(7) # p — 1.

Keep these zero outputs. Conditioning on their absence need not preserve independence.
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Normalize the ternary sketch

Vs

Letq = (p — 1)/p > 2/3. Unconditionally,
Eb(7) = 0,

49



Repeat the fourth-moment calculation

e

Singleton terms still vanish. The surviving terms give

ET* = qFs+6q° > f2f;.

i<j
Thus

EX? = :

9 i<j

Fy+6)> f2f}.
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The same variance bound survives

Ve

Var(X) = (1/q — 1)Fy + 4Zfi2sz

1<J
= 2F; + (1/q — 3)F4
< 2F%.

Since ¢ > 2/3, the coefficient 1/q — 3 is nonpositive.

51



Space and updates for one sketch

-~

Choose a common odd prime n < p = O(max{n, 2}). Store six coefficients and one signed counter.

N

seed: O(log(n + 1)) bits, T| < m.

Horner evaluation of the fixed-degree polynomial uses 0(1) modular operations per item.
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Average enough I sketches

Vs

= [16/¢7], A, =

PI‘HAfL — F2| > €F2] £ —
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Bound the number of bad blocks

Let U = Zle 1[A; is bad] for independent blocks.

E[77] = JJ E[7*42] < (1 4 6/8)°.
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Take the median

Choose = 2[21n(1/4)]| + 1 and return

F\z — median(Al, “ . 7AB)

Pr[|F,y — Fy| > eFy] < Pr[U > /2] < 6.
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The F5 streaming theorem

e

One pass, arbitrary fixed insertion-only stream, 0 < ¢, < 1:

Pr[(1—e)F, < Fy, < (1+¢)F5] >1—3.

2
O (8_2 log 3) words and time per item.
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Compare the two constructions

-~

Reservoir differences Signed sum
Target Fi, fixed k > 1 Fy
Basic output m(rF — (r — 1)%) T?/q
Relative variance bound kn 1~ 1/k 2
State per sketch Representative and counter Seed and counter

Both use the same averaging and median framework.
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Reconstruct the proof

Ve

1. Why must reservoir replacement reset the suffix counter?

1-1/k anter?

2. Where does the factor n
3. Why are two-wise independent signs enough for the mean, but four-wise independence is used for the variance?

4. What changes when the polynomial output may be zero?

&
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Source and takeaways

Ve

unbiased sketch — relative variance bound — average and median.

Based on Notes 28, Frequency Estimation over a Stream. The frequency-moment results are attributed there to Alon,
Matias, and Szegedy (Alon, Matias, & Szegedy, 1999).

Prerequisite background: (Motwani & Raghavan, 1995).

N
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