Lecture 13: Strong Duality ryzQillinois.edu

Learning objectives. By the end of class, you should be able
to
1. define strong duality, primal attainment, and dual attainment,
and explain when a certificate of global optimality exists;
2. write a linear program in standard form, derive its dual, and
certify a solution by complementary slackness;
3. state Slater’s condition, and check it for second-order cone
and semidefinite constraints;
4. use the S-lemma to show that the trust-region subproblem
has zero duality gap.

1 Recap: Weak duality

Every constrained problem has a primal and a dual,

Pt = inﬂg fo(z) s.t. fi(x) <0 for all 4,
reR™

d* = sup g(y),  gly)= inf {fo(ﬂf)+2y¢f¢(w)}-

Rn

\ >4
Ve

Z(x,y)

Weak duality. Every feasible 2 and every y € R’ satisfy

9(9) < d" < p" < fo(2).
A zero duality gap fo() = g(y) certifies that Z is globally optimal.
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Example 1. Certify that £ = 1 is globally optimal for

min z° s.t. x > 1.
TR

Solution: Write the constraint as 1 — x < 0. The Lagrangian is
L(r,y) =2 +y(1 —x).
Set its derivative in x to zero:
0L Y
5

Ty =0 = =
agj X y xr

Substitute back:

9(y) = +y@——):y—
The choice § = 2 gives

92)=2-1=1= fo(z).
The gap is zero, so £ = 1 is globally optimal.
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Example 2. Consider the primal problem

g
X2
Its dual problem is

d* = sup 0 s.t. H[ ! ]H <.
y>0 —Y

p* = min a7 s.t.
reR?

< 9.

Compute p* and d*.

The problem is convex. The norm is convex, —x is affine, and their
sum is convex. We derive this dual later in the lecture.

Solution: Primal. The constraint needs x9 > 0. Squaring both
sides,
vy <z = 2t <0,

So the feasible points are

1 =0, 29 > 0, and  p*=0.
Dual. For every y > 0,
||l - v
No g is feasible, so
d* = —o0.

The gap is infinite, even though the problem is convex.
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2 Strong duality

Consider again the primal and the dual,

P = ian fo(z) s.t. fi(x) <0 for all 4,
rzeRM

d* = sup ian {fo(x) + Zyzfl(a:)} :
i=1

yERT reRM
Weak duality says d* < p*, without knowing anything else about the
two problems. In this lecture, we care about three properties.
e Strong duality. p* = d*.
e Primal attainment. Some feasible x, has fy(x,) = p*.
e Dual attainment. Some y, € R} has g(y,) = d*.

Question 1. When does every globally optimal =, have a certifi-
cate?

Solution: When strong duality holds and the dual is attained by
some y,. Then

9(y) = d" =p" = folx,).

Example 2 shows that strong duality can fail, even for a convex
problem. Two classic conditions guarantee it.

e The objective and the constraints are linear.
e The objective and the constraints are convex, and Slater’s con-

dition holds.
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3 Linear programs

Theorem 3. LP strong duality. Let fy, fi,..., f, be affine.
[f the primal or the dual is feasible, then p* = d*. If, in addition,
p* is finite, then both are attained.

Theorem 3 follows from Farkas’ lemma, which is its feasibility version.
So it is not surprising that Theorem 3 is only a slight extension.

Question 2. Let fy(z) = ¢!z and fi(x) = al 2 — b;, so that the
primal is

min 'z st. Az <b.
reRP

Derive the dual problem.

Solution: The Lagrangian is

L(w,y) =z + ) yila]z —b).
i=1
Collect the terms in x:
L(x,y) = (c+Aly)la -0y
A linear function of x is bounded below only if its slope is zero. So
—bly if ATy +c=0,
9(y) = |
—o0  otherwise,

and the dual is

d* = sup —blyst. Aly+c=0.
yeR
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Theorem 4. LP strong duality, restated. For the primal
and dual linear programs

(P) p*= inf cfzst Az <b,
xeRM

(D) d&* = sup —blyst. Aly+c=0, y>0,
yeR™M

if (P) or (D) is feasible, then p* = d*. If, in addition, p* is finite,
then both are attained.
Example 5. Find p* and d* for

min zost.xg <1, —x; < -2
r€R?

Solution: Standard form. With x = (x1, x9),

SRS (O

Dual. Compute

—b'y = —y1 + 2y, Aly+c= [yl I y2] :
So (D) is
max —y; +2y2s.t.y1 —yo =0, 1=0.
y>0
The constraint 1 = 0 never holds, so d* = —o0.

Primal. The constraints say 1 < 1 and 1 > 2, so p* = +00.

Both problems are infeasible. This is the only way an LP can have
a nonzero gap, and it is a corner case.
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Question 3. Let x be feasible for (P) and y be feasible for (D),

neither of them necessarily optimal,
(P) min 'z st Az <,
reR™

(D) max —blyst. ATy+¢c¢=0, y>0.
yeR™

What is the duality gap?

Solution: Dual feasibility gives ¢ = —A”’y. Substitute it into the
gap:
e — (=b'y) = =y Ax + by = 47 (b — Ax).

Written as a sum,

m

e+ by = Z yi(b; — aj x).

i=1

Each term is a weight y; > 0 times a slack b; — al 2 > 0. So the gap

1s nonnegative.
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For feasible x and y, the duality gap is a sum of nonnegative terms,

m
e +bly = Z yi(b; — al ).
i=1
So the gap is zero exactly when every term is zero.

Complementary slackness. If
yilb; —alx) =0  for every i,

then the duality gap is zero, and x and y are both optimal. A
constraint with positive weight must be tight. A constraint that is
slack must get zero weight.

Strict complementarity. The pair is strictly complementary if
T

exactly one of y; and b; — a; x is zero for every i,

y; + (b —alx) >0  for every i.

Theorem 6. Goldman—Tucker. If p* is finite, then (P) and
(D) have optimal x, and y, that are strictly complementary.

Linear programs are special in this respect. For other problems, even
convex ones, strict complementarity can fail, and it is an assumption.
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4  Example: Routing traffic

A data center s sends traffic to a city ¢. Each link has a capacity in
Gb/s. Traffic on a route uses every link on that route.

Let x1, x9, x3 be the traffic on the routes s - a — t, s - b — t,
and s — a — b — t. Maximizing the total traffic is the LP

%@ — X — Ty — T3

st. x1t+w3<4 (s—>a), x2<3 (s—Db),
r1 <2 (a—t), ro+x3<4 (b—1),
r3 <3 (a—b), x> 0.
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Give each constraint of the routing LP a dual variable, shown in
brackets:

min — I — Ty — T3

r€R3

st 1+ 234 Yoy 7253 |ya,
1 <2 [Yat, Ty +x3 <4 [y,
3 <3 [Yab), —x <0 [w].

Example 7.  Write the routing LP in the standard form
minclx s.t. Ax < b.

Solution: Stack the link constraints on top of —z < 0:

—1
N U
SE R
—1
where the link rows and capacities are
(10 1] (s—a) 4]
010 (s—0) 3
N=1100| (a—>t), u= |2
011 (b—1) 4
100 1) (a — D) 3
The dual variable is (y, w), with ¥ = (Ysa, Ysh, Yats Yors Yab)-

10
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In standard form, the routing LP has

-1 N U
o I}
1
(10 1] 4]
010 3
N=[100|, wu=]|2
01 1 4
00 1 3

Question 4. Derive the dual max —b! (y,w) s.t. AT (y,w) + ¢ =
0, (y,w) > 0.

Solution: The objective uses only the capacities:

_bT(y7 w) — _uTy - _4ysa - Bysb - 2yat — 4ybt — gyab-
The constraint is N1y —w + ¢ = 0. Row k of N1y adds up the
weights of the links on route k:

max — 4ysa — Bygb - 2yat - 4ybt - gyab

y,w=0
st Yea T Yur —wr =1,
Ysb + Ypor — w2 = 1,
Ysa + Yot + Yab — w3 = 1.

11
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The dual of the routing LP is
max T 4ysa - 3ysb - ant - 4ybt - 3yab

y,w=0
st Ysa + Yar — w1 =1,
Ysh + Yot — wo = 1,
Ysa T Ybt + Yap — w3 = 1.

Example 8. The routing 2 = (2,2,2) delivers 6 Gb/s. Use
complementary slackness to find a dual point with the same value.

Solution: Slacks at x. Capacity minus load on each link:
s—a: 0, s—b: 1, a—1t: 0,
b—1t: 0, a—b: 1.
Also z > 0, so every row of —x < 0 is slack.
Zero weight on slack constraints.
Ysb = Yab = U, w = 0.
The dual constraints become
Ysa t Y =1,y =1, Yty =1,
SO Yt = 1, Yse = 0, and y,+ = 1. These are nonnegative.

Compare values.
—2:-1—4-1=—-6=—21 — Ty — 3.

The gap is zero, so  is optimal.

The certificate puts weight 1 on the two links into ¢. Every route
uses one of them, and their capacities add up to 2 +4 = 6 Gb/s.

12
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5 Slater’s condition

Theorem 9. Slater’s condition. Let fy, f1,..., fn : R" —
R be convex. For the primal and dual problems

Pt = inlg folx) st. Ax < b, fi(x) <0 for all 4,
rER™

y>0,2>0 TER"

d*= sup inf {fo(az) 4+ Z yifi(z) + 27 (Az — b)} :
i=1

suppose some T satisfies
Az < b, fi(z) < 0 for all 4.
Then p* = d*. If p* is finite, the dual is attained.

We state this without proof (Boyd and Vandenberghe, Sec. 5.3.2).

e The linear inequalities are non-strict. An equality Gx = h
enters as Gr < h and —Gx < —h, which can never hold
strictly.

e Slater’s condition is sufficient for strong duality, but not neces-
sary.

13
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A second-order cone program (SOCP) minimizes a linear func-
tion subject to constraints

Each constraint function is a norm plus an affine function, so it is
CONVEX.

Example 10. Derive the dual of the SOCP

p*=min c'zst. ||z|| <alz+0.
reRM

Solution: With h = ¢ — ya, the Lagrangian is
L(xy)=cz+y(|z] —a'z—b) =h"z+y|z] — by.
If ||h]| < y. By Cauchy-Schwarz, h'x > — ||h||||z]], so
o +yla] = (y = [|8l) 2] > 0.
Equality holds at z = 0, so the infimum is 0.
If ||h|| > y. Take x = —th with ¢ > 0:
o +y ] =t 2] (k]| - y) = —occ.
So the dual is

d* =sup —by s.t. ||[c —yal < v.
y=0

14
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The SOCP of Example 10 and its dual are
p*=min c'zst |z|| <a'z+0b,
reR?

d* =sup —bys.t. |[c—ya|| < y.
y=0

Question 5. When does Slater’s condition hold?

Solution: We need some z with ||z]| < a’Z +b.

Case b > (0. Take £z = 0. Then 0 < b.
Case ||a]| > 1. Take z = ta with ¢ > 0. Then

a'z4+b—|z| =t|al (|la]| = 1) +b>0 for large t.
Case b <0 and ||a|| < 1. By Cauchy Schwarz, every x has
a'w+b < lafl 2] +b < [l .
No point is strictly feasible.
So Slater’s condition holds exactly when

b>0 or [al>1.

So strong duality holds for most SOCPs, but not for all.

15
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Question 6. Recall Example 2,
p* = min x7 s.t.

X1
r€R? )

Does Slater’s condition hold? What is its dual?

‘SCBQ.

Solution: It is the SOCP of Example 10 with

Sl o) e

Here b < 0 and ||a|| = 1, so Slater’s condition fails.

Substitute into the dual:

—by =0, c—ya—[ll.
—Y

- ]=

which is the dual stated in Example 2.

So the dual is

d* = sup 0s.t.
y=0

16
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Example 11. For which b does

1 x
in 7 s.t. = -
anellg r st M(x) [x b]_O

satisfy Slater’s condition?

A symmetric matrix is positive semidefinite exactly when its smallest
eigenvalue is nonnegative.

Solution: The eigenvalues of M (x) are

So M(x) > 0 exactly when A_ > 0:

I

This is a norm bounded by a constant, so the constraint is convex.

|§1+b

Slater’s condition asks for this to hold strictly, that is, A_ > 0, or
M(z) > 0.
If b > 0. The point x = 0 works, since
1—0] <1+0.
If b < 0. Every x has
VI —b2+422>1-b>1+0.

So Slater’s condition holds exactly when b > 0.

For a matrix constraint M (z) = 0, Slater’s condition asks for a
feasible point with M (z) > 0, that is, a positive definite feasible
point.

17



Lecture 13: Strong Duality ryzQillinois.edu

6 The trust-region subproblem

Trust-region Newton chooses each step by minimizing a quadratic
model over a ball. With gradient ¢, Hessian H, and radius A > 0,
the trust-region subproblem is

p*=min ¢'v+ v Hust. L <Hv“2 — Az) < 0.
veR"

It is nonconvex whenever H has a negative eigenvalue.
Question 7. Derive the dual.

Solution: The Lagrangian is

L(v,y) =c'v+ 30" (H+yl)v— tyA*
If H+yl > 0. Set the gradient to zero:

(H+ylw+c=0 = v=—(H+yl) e
Substitute back:
g(y) = =3¢ (H +yl) le — JyA*.

If H + yl has an eigenvalue A\ < 0. With unit eigenvector u,

L(tu,y) =t u+ IMN — lyA* —» —oo.
So the dual is

d"=  sup —LM(H +yI) e — dyA®.
y>0, H+yl=0

18
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The trust-region subproblem and its dual are

p*=min ¢'v+ L' Hust. L (HUH2 — A2> <0,
veR™

d=  sup —LM(H +yI) e — fyn®.
y>0, H+yI>0

Question 8. When does Slater’s condition hold?
Solution: Strict feasibility. The point v = 0 gives
L (H@HQ - A?) — 1A <.

Convexity. The constraint is convex. The objective ¢! v + %UTH v

is convex exactly when
H > 0.

So Slater’s theorem applies exactly when H > 0.

For indefinite H, Slater’s theorem says nothing. The next result
covers every H.

19
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Theorem 12. S-lemma. Let ¢y, ¢ : R" — R be quadratic

functions, not necessarily convex, and suppose ¢1(v) < 0 for some
v. Then

go(v) > 0 whenever ¢;(v) <0
if and only if some y > 0 satisfies

q(v) +yq(v) >0 for every v.
We state this without proof (Boyd and Vandenberghe, App. B).

Question 9. Show that the trust-region subproblem has p* = d*
for every symmetric H.

Solution: Step 1. The ball is compact, so p* is finite. Define
qo(v) :CTU—i-%UTHU—p*, ¢ (v) =13 (Hv||2—A2> :
Then qg > 0 whenever ¢; < 0, and ¢1(0) < 0.
Step 2. The S-lemma gives some y > 0 with
o) +yqv) =L, y) —p° >0 forevery v.
Step 3. Take the infimum over v, and use weak duality:
pr<gly) <d <p.
So p* = d*, and y attains the dual.

20
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7 Summary

Strong duality means p* = d*. With dual attainment, every
globally optimal point has a certificate with zero gap.

Linear programs. The dual of minc’z st. Ax < b is
max —b'y st. ATy +c = 0, y > 0. If either is feasible, then
p* = d*. The gap is Y., 4i(b; — al ), so complementary slackness
gives zero gap. LPs also have strictly complementary solutions.
Slater’s condition. For convex fy,..., fi, a point with Az <b
and f;(z) < 0 for all ¢ gives p* = d*, and dual attainment when p*
is finite. Convexity alone is not enough.

Cone constraints. For an SOCP, Slater’s condition asks for a
point that satisfies every cone constraint strictly. For a matrix con-
straint M (z) > 0, it asks for a point with M (z) > 0.

Trust-region subproblem. Slater’s condition covers only H >
0. The S-lemma gives p* = d* for every H.
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