
CS 498 MCS Algorithms Midterm 1 Practice Solutions Fall 2026

Short questions

1. Solve the following recurrences.

• A(n) = 3 · A(n/4) +O(n)

Solution: A(n) = O(n)— decreasing geometric series ■

• B(n) = 4 · B(n/3) +O(n)

Solution: B(n) = O(nlog3 4)— increasing geometric series ■

• C(n) = 3 · C(n/4) +O(1)

Solution: C(n) = O(nlog4 3)— increasing geometric series ■

• D(n) = 3 · D(n/2) +O(n2)

Solution: D(n) = O(n2)— decreasing geometric series ■

• E(n) = 7 · E(n/2) +O(n2)

Solution: E(n) = O(nlog2 7)— increasing geometric series ■

• F(n) = 4 · F(n/2) +O(
p

n)

Solution: F(n) = O(n2)— increasing geometric series ■

• G(n) = G(n/2) + G(n/6) + G(n/10) +O(n)

Solution: G(n) = O(n) — decreasing geometric series (1/2 + 1/6 + 1/10 <
1) ■

• H(n) = H(n/4) + 2 ·H(n/16) +O(
p

n)

Solution: H(n) = O(n)— all levels equal (1/
p

4 + 2/
p

16 = 1) ■

• I(n) = 3 · I(n/2) + 4 · I(n/4) +O(n2)

Solution: I(n) = O(n2 log n)— all levels equal (3/22 + 4/42 = 1) ■

1



CS 498 MCS Algorithms Midterm 1 Practice Solutions Fall 2026

2. For each of the following recursive functions, describe an appropriate memoization structure
and evaluation order, and give the running time of the resulting iterative algorithm.

• Compute Rizz(1, n), where

Rizz(i, k) =

⎧

⎪

⎪

⎪

⎪

⎪

⎪

⎨

⎪

⎪

⎪

⎪

⎪

⎪

⎩

0 if i > n or k < 0

min

�

Rizz(i + 1, k− 2)

Rizz(i + 2, k− 1)

�

+ A[i, k] if A[i, k] is even

max

�

Rizz(i + 1, k− 2)

Rizz(i + 2, k− 1)

�

− A[i, k] if A[i, k] is odd

Solution: Two-dimensional array indexed by i and k. Decrease i in one loop
and increase k in the other. (The nesting order doesn’t matter.) O(n2) time. ■

• Compute Skibidi(1, n), where

Skibidi(i, k) =

⎧

⎪

⎨

⎪

⎩

0 if i ≥ k− 1

max

�

Skibidi(i, j)

+ Skibidi( j, k)

�

�

�

�

�

i < j < k

�

+
k
∑︂

j=i

A[ j] otherwise

Solution: Two-dimensional array indexed by i and k. Decrease i in one loop
and increase k in the other. (The nesting order doesn’t matter.) O(n3) time. ■

• Compute Delulu(n, 1), where

Delulu(i, s) =

⎧

⎪

⎪

⎪

⎨

⎪

⎪

⎪

⎩

∞ if i < 0 or s > n

0 if i = 0

min

�

Delulu(i, 2s)

X [i] · s +Delulu(i − s, s)

�

otherwise

Solution (partial credit): Two-dimensional array indexed by i and s. De-
crease s in one loop and increase i in the other. (The nesting order doesn’t
matter.) O(n2) time. ■

Solution (full credit): The parameter s is always a power of 2, so we only need
to memoize O(log n) columns instead of O(n)! So in fact we only need O(n log n)
time.

Equivalently, we can define a new function D(i,ℓ) = Delulu(i, 2ℓ) that satisfies
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the simpler recurrence

D(i,ℓ) =

⎧

⎪

⎪

⎪

⎨

⎪

⎪

⎪

⎩

∞ if i < 0 or 2ℓ > n

0 if i = 0

min

¨

Delulu(i,ℓ + 1)

X [i] · 2ℓ +Delulu(i − 2ℓ,ℓ)

«

otherwise

We can memoize this function into a two-dimensional array indexed by i and ℓ.
Decrease ℓ in one loop and increase i in the other. (The nesting order doesn’t
matter.) O(n log n) time.

(Both of these solutions assume that we can compute 2ℓ in O(1) time. If
you’re uncomfortable using the left-shift operator 1 << L, it’s easy to build a
table of all powers of 2 that are less than or equal to n in O(log n) time.) ■

• Compute Ohio(1, n), where

Ohio(i,ℓ) =
ℓ−1
∑︂

j=i+1

ℓ−1
∑︂

k= j+1

max
�

Ohio(i, j), X [ j, k], Ohio(k,ℓ)
	

Solution: Two-dimensional array indexed by i and ℓ. Decrease i in one loop
and increase ℓ in the other. (The nesting order doesn’t matter.) O(n4) time. ■

• Compute Chud(n), where

Chud(i) =max

(

� j
∑︂

k=1

A[ j, k]
�2

+ Chud( j)

�

�

�

�

�

1≤ j < i

)

(max∅ = 0)

Solution (partial credit): One-dimensional array indexed by i. Increase i in
outer loop; consider j and k in inner loops. O(n3) time. ■

Solution (full credit): For each index j, let SumA[ j] =
∑︁ j

k=1 A[ j, k]. We can
precompute SumA[ j] for all j in O(n2) time by brute force. Then the recurrence
simplifies to

Chud(i) =max
�

(SumA[ j])2 + Chud( j)
�

� 1≤ j < i
	

(max∅ = 0)

We can still memoize this simpler recurrence into a one-dimensional array
indexed by i. Increase i in outer loop (and consider j in any order in the inner
loop). O(n2) time. ■
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Longer problems

3. Consider the following algorithm for the maximum-subarray problem:

MaxSubarraySum(A[1 .. n]):
sum← 0
minsum← 0
maxdiff← 0

for k← 1 to n
sum← sum + A[k]
minsum←min{minsum, sum}
maxdiff←max{maxdiff, sum− minsum}

return maxdiff

For each of the following invariants, prove that for all k, the invariant holds at the end of
the kth iteration of the for-loop:

(a) sum is the sum of all elements of A[1 .. k].

Solution: For all of these invariants, “after the 0th iteration” is a synonym of
“before the first iteration”.

For any index i, let sum[i] denote the prefix sum
∑︁

A[1 .. i]; we need to
prove for all k that sum =

∑︁

A[i .. k] at the end of the kth iteration.

Let k be an arbitrary integer between 0 and n. For every integer j between 0
and k− 1, assume that sum = sum[ j] at the end of the jth iteration. There are
two cases to consider:

• If k = 0, the prefix A[1 .. k] is empty, so the sum of its elements is 0, and
indeed sum = sum[0] = 0.

• If k > 0, the induction hypothesis implies that sum = sum[k − 1] at the
start of the kth iteration. Thus, the first line of the loop body changes sum
to sum[k− 1] + A[k] = sum[k].

In both cases, sum = sum[k] at the end of the kth iteration, as required. ■

(b) minsum is the minimum sum of any prefix of A[1 .. k].

Solution: We use essentially the same inductive argument as part (a), replacing
+ with min.

For any index j, let minsum[ j] denote min{sum(i) | i ≤ j}; we need to prove
for all k that minsum = minsum[k] at the end of the kth iteration.

Let k be an arbitrary integer between 0 and n. For every integer j between 0
and k − 1, assume that minsum = minsum[ j] at the end of the jth iteration.
There are two cases to consider:

• If k = 0, the only prefix of A[1 .. k] is the empty prefix, which has sum 0,
and indeed minsum = minsum[0] = 0.
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• If k > 0, the induction hypothesis implies that minsum = minsum[k− 1] at
the start of the kth iteration. Thus, by part (a), the second line of the loop
body changes minsum to min{minsum[k− 1], sum[k]} = minsum[k].

In both cases, minsum = minsum[k] at the end of the kth iteration, as re-
quired. ■

(c) sum− minsum is the maximum sum of any subarray ending at A[k].

Solution: The sum of the elements in any subarray A[i .. k] is sum[k]−sum[i−1].
For any fixed k, we have

max{sum[k]− sum[i − 1] | 1≤ i ≤ k + 1}
= sum[k]−min{sum[i − 1] | 1≤ i ≤ k + 1}
= sum[k]−min{sum[i] | 0≤ i ≤ k}
= sum[k]− minsum[k].

The claim now follows from parts (a) and (b). ■

(d) maxdiff is the maximum sum of any subarray of A[1 .. k].

Solution: For any indices i and k, define diff[i] = sum[i] − minsum[i] and
maxdiff[k] = max{diff[i] | i ≤ k}; we need to prove for all k that maxdiff =
maxdiff[k] at the end of the kth iteration.

This follows from a nearly identical inductive argument as step (b), only
replacing “min sum” with “maxdiff” everywhere. ■

Rubric: 10 points = 3 for (a) + 2 for (b) + 3 for (c) + 2 for (d). This is more detail than necessary for
full credit. In particular, the complete inductive argument only needs to be given once.
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4. Suppose we are given a two-dimensional array A[1 .. n, 1 .. n] of numbers, in which every
row A[i, ·] is sorted and every column A[·, j] is sorted. All n2 numbers in A are distinct.

Describe and analyze an iterative O(n)-time algorithm that determines whether the
given array A contains a given value x . State the precise loop invariant that your algorithm
maintains.

Solution: Here is the algorithm:

Find(A[1 .. n, 1 .. n], x):
i← 1
j← n
while i ≤ n and j ≥ 1

if A[i, j]< x
i← i + 1

else if A[i, j]> x
j← j − 1

else 〈〈A[i, j] = x〉〉
return True

return False

Each iteration of the loop either increments i or decrements j. Incrementing i
more than n−1 times or decrementing j more than n−1 times immediately ends the
loop, so the total number of iterations is at most 2n− 1/ Thus, the entire algorithm
runs in O(n) time, as required.

The algorithm maintains the following loop invariant:

If A[p, q] = x , then p ≤ i and q ≥ j.

The invariant trivially holds before the loop begins. Suppose A[p, q] = x for some
unknown indices p and q. Consider an arbitrary iteration of the loop and suppose
p ≥ i and q ≤ j when that iteration begins. There are three cases to consider:

• Suppose A[i, j]< x . The invariant implies A[i, k] ̸= x for all k > j. The fact that
row A[i, ·] is sorted implies that A[i, k]< x for all k ≤ j It follows that p ̸= i, and
therefore p > i. Incrementing i restores the invariant.

• Suppose A[i, j]> x . The invariant implies A[k, j] ̸= x for all k < i. The fact that
row A[i, ·] is sorted implies that A[k, j] > x for all k ≥ i It follows that q ̸= j,
and therefore q < j. Decrementing j restores the invariant.

• Finally, if A[i, j] = x , the algorithm immediately ends with the correct output.

■

Rubric: 10 points = 4 for algorithm + 3 for time analysis (including justification) + 3 for invariant.
The proof of correctness (in gray) is not required for credit.
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5. Suppose you are given a sorted array A[1 .. n] of distinct numbers that has been rotated k
steps, for some unknown integer k between 1 and n−1. That is, the prefix A[1 .. k] is sorted
in increasing order, the suffix A[k + 1 .. n] is sorted in increasing order, and A[n] < A[1].
Describe and analyze an efficient algorithm to determine if the given array contains a
given number x . The input to your algorithm is the array A[1 .. n] and the number x; your
algorithm is not given the integer k.

Solution (Split at k then binary search): First we find the shift parameter k using
a modified binary search. Then we perform a standard binary search for x in either
the sorted prefix of length k or the sorted suffix of length n− k.

FindShiftIndex(A[1 .. n]):
lo← 1
hi← n
while lo≤ hi− 67

mid← ⌊(lo + hi)/2⌋
if A[mid]> A[mid + 1]

return mid
else if A[mid]> A[lo]

lo← mid
else

hi← mid
brute force search A[lo ..hi]

FindIndex(A[1 .. n], x):
k← FindShiftIndex(A[1 .. n])
if x ≥ A[1]

binary search for x in A[1 .. k]
else

binary search for x in A[k + 1 .. n]

The algorithm runs in O(log n) time. (Obviously there’s nothing special about the
number 67 here.) ■

Solution (Three of six permutations): The following algorithm also runs inO(log n)
time. The key insight is that there are six permutations of the numbers x , A[mid], and
A[lo]. For three of these permutations, x must be in the subarray A[lo ..mid], and for
the other three, x must be in the subarray A[mid ..hi].

FindIndex(A[1 .. n], x):
lo← 1
hi← n
while lo≤ hi− 67

mid← ⌊(lo + hi)/2⌋
if A[mid] = x

return True
if (x < A[mid]< A[lo]) or (A[lo]< x < A[mid]) or (A[mid]< A[lo]< x)

hi← mid
else

lo← mid
brute force search A[lo ..hi]

(Obviously there’s nothing special about the number 67 here.) ■
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Rubric: 10 points: standard recursion rubric. These are not the only correct solutions.
• −1 for infinite loop when hi = lo + 1.
• Max 5 points for “binary search” with no other details.
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6. Suppose you are given two unsorted arrays A[1 .. n] and B[1 .. n] containing 2n distinct
integers, such that A[1] < B[1] and A[n] > B[n]. Describe and analyze an efficient
algorithm to compute an index i such that A[i]< B[i] and A[i +1]> B[i +1]. [Hint: Why
does such an index i always exist?]

Solution: We use a modified binary-search algorithm, similar to the algorithm to find
local maxima that we discussed in class. We can present the same algorithm either
iteratively or recursively.

FindCross(A[1 .. n], B[1 .. n]):
lo← 1
hi← n

while lo≤ hi− 67
mid← ⌊(lo + hi)/2⌋
if A[mid]< B[mid]

lo← mid
else

hi← mid
search A[lo ..hi] and B[lo ..hi] by brute force

The recursive formulation treats the input arrays A and B as global variables. Tts
top-level invocation is FindCross(1, n).

〈〈Find any index lo≤ i ≤ hi such that A[i]< B[i] and A[i + 1]> B[i + 1]〉〉
〈〈Assumes A[lo]< B[lo] and A[hi]> B[hi]〉〉
FindCross(lo,hi):
if hi− lo≤ 67

search A[lo ..hi] and B[lo ..hi] by brute force
else

mid← ⌊(lo + hi)/2⌋
if A[mid]< B[mid]

return FindCross(mid,hi)
else

return FindCross(lo,mid)

In either formulation, the algorithm runs in O(log n) time. (Obviously there’s nothing
special about the number 67 here.) ■

Rubric: 10 points: standard recursion rubric. These are not the only correct solutions.
• −1 for infinite loop when hi = lo + 1.
• Max 5 points for “binary search” with no other details.
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7. Suppose you are given k sorted arrays A1, A2, . . . ,Ak each of which contains n numbers.
Assume that all kn numbers in these arrays are distinct. Describe and analyze an algorithm
to merge these k sorted arrays into a single sorted array of length kn, in O(kn log k) time.
[Hint: Use Merge as a black-box subroutine.]

Solution (top down): I will assume that the input is represented as an array A[1 .. k]
of k arrays; each array A[i] has length n.

MultiMerge(A[1 .. k]):
if k = 1

return A[1]
else

Left← MultiMerge(A[1 .. ⌈k/2⌉])
Right← MultiMerge(A[⌈k/2⌉ + 1 .. k])
return Merge(Left,Right)

Let T (k, n) denote the running time as a function of k (the number of arrays)
and n (the length of each array). This function obeys the recurrence T (k, n) =
2 · T (k/2, n) + O(kn). The recursion tree has O(log k) levels, each with total work
O(kn). So the overall algorithm runs in O(kn log k) time, as required. ■

Solution (bottom up): The input to the following algorithm is an array A[1 .. k] of
arrays with total length N ; however, the individual arrays A[i] are not necessarily
all of the same length. (The top-level input consists of arrays of equal length, but
because k can be odd, recursive subproblems may contain arrays of different lengths.)

MultiMerge(A[1 .. k]):
if k = 1

return A[1]
else

for i← 1 to ⌊k/2⌋
B[i]← Merge(A[2i − 1],A[2i])

if k is odd
B[⌈k/2⌉]← A[k]

return MultiMerge(B[1 .. ⌈k/2⌉])

Let T (k, N) denote the running time as a function of k (the number of arrays) and N
(the total length of all k arrays). This function obeys the recurrence

T (k, N) = T (k/2, N) +O(N),

because the total time for all Merges is O(N). The recursion tree for this recurrence
is a path of length O(log k), where each node has value O(N), so the overall algorithm
runs in O(N log k) time. In particular, if all k input arrays has size n, the algorithm
runs in O(kn log k) time, as required. ■

Rubric: 10 points: standard recursion rubric. These are not the only correct solutions.
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8. Suppose you are given arrays B[1 .. n] and D[1 .. n], where B[i] < D[i] for every index i
that represent the births and deaths of n historical figures. You want to find the pair of
historical figures whose lives overlapped the most. More formally, you want to find indices
i and j that maximize the overlap length

max
�

0, min{D[i], D[ j]} −max{B[i], B[ j]}
	

.

Describe and analyze an efficient algorithm to solve this problem.

Solution (divide and conquer): We start by sorting the n people by their birth date.
(This only needs to be done once at the beginning, not inside any recursive call.)
Then if n< 10, we solve the problem by brute force; otherwise we proceed as follows.
Prtition the n people into two subsets, called uncs and kids, by the median birth date
B[n/2]

• Recursively find the largest overlap between two uncs.

• Recursively find the largest overlap between two kids.

• Find the largest overlap between an unc and a kid as follows:

– Find the unc that died last (that is, the index 1≤ ℓ≤ n/2 that maximizes
D[ℓ]), by brute force. (No other unc has larger overlap with any kid.) Call
this unc Uncle Fester.

– Find the kid with the largest overlap with Uncle Fester (that is, the index
n/2< r ≤ n that maximizes max{0, D[ℓ]− B[r]}) by brute force.

• Finally, we return the largest of those three overlaps.

The initial sort takes O(n log n) time. The running time of the main recursive
algorithm obeys the standard mergesort recurrence T (n) = 2T (n/2) +O(n). So the
main algorithm also runs in O(n log n) time. We conclude that the overall algorithm
runs in O(n logn) time. ■

Solution (iterative): Start by sorting the people by birth. We say that person i is
older than person j if i < j, or equivalently, if B[i]< B[ j]. For each index j, we define
two functions:

• overlap( j) is the largest overlap between person j and any person older than j.

• lastdeath( j) = max{D[i] | i < j} is the latest death among all people strictly
older than person j.

The function lastdeath( j) satisfies a simple recurrence:

lastdeath( j) =

¨

−∞ if j = 1

max{lastdeath( j − 1), D[ j − 1]} otherwise

There are two cases to consider:

• If lastdeath( j)> D[ j], then some older interval i completely contains interval j,
and so overlap( j) = D[ j]− B[ j].
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• If lastdeath( j)< D[ j], then no older interval completely contains interval j, and
so overlap( j) =max{0, lastdeath( j)− B[ j]}.

In both cases, we can compute both overlap( j) and lastdeath( j + 1) in constant time
for each j. Here is the resulting algorithm:

LargestOverlap(B[1 .. n], d[1 .. n]):
sort B and permute D to match
maxoverlap← 0
lastdeath←−∞
for j← 1 to n

if lastdeath> D[ j]
overlap← D[ j]− B[ j]

else
overlap←max{0, lastdeath( j)− B[ j]}
lastdeath← D[ j]

maxoverlap←max{overlap,maxoverlap}
return maxoverlap

The overall algorithm runs in O(n logn) time; the running time is dominated by the
initial sort. ■

Rubric: 10 points = 2 for initial sort + 6 for other algorithm details (see below) + 2 for time analysis.

• For divide-and-conquer algorithm: 2 for base case (brute force) + 4 for recursive case

• For iterative algorithm: 2 for initialization + 2 for updatingmaxoverlap correctly + 2 for
updating lastdeath correctly.

These solutions are more detailed than necessary for full credit. Yes, returning the maximum
overlap (and not the actual indices) is enough for full credit. These are not the only correct
O(n log n)-time algorithms.

Max 3 points for a correctO(n2)-time brute-force algorithm.
No penalty for assuming that at least one pair of intervals actually overlaps.
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9. Describe and analyze an algorithm to compute the length of a longest convex subsequence
of a given array A[1 .. n] of integers. A sequence B[1 ..ℓ] is convex if B[i]− B[i − 1] >
B[i − 1]− B[i − 2] for every index i ≥ 3.

Solution (suffix plus one earlier index): Let LCxS(i, j) denote the length of the
longest convex subsequence of the suffix A[i .. n] whose first two elements are A[i]
and A[ j]. This function obeys the following recurrence:

LCxS(i, j) = 1 +max
�

LCxS( j, k)
�

� j < k ≤ n and A[i] + A[k]> 2A[ j]
	

Here we define max∅ = 0; this gives us a working base case. The length of the longest
convex subsequence is max1≤i< j≤n LCxS(i, j).

We can memoize the function LCxS into a two-dimensional array, indexed by i
and j. We can fill this array with three nested loops, decreasing i and j in the outer
loops (nested either way) and considering k in any order in the innermost loop. The
resulting iterative algorithm runs in O(n3) time. ■

Rubric: 10 points: standard dynamic programming rubric. This is not the only correct solution.
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10. It’s almost time to show off your flippin’ sweet dancing skills! For each integer k, if you
dance to the kth song on the schedule, you will be awarded exactly Score[k] points, but
then you will be physically unable to dance for the next Wait[k] songs. Describe and
analyze an efficient algorithm to compute the maximum total score you can earn, given
the arrays Score[1 .. n] and Wait[1 .. n] as input. Gosh!

Solution: Without loss of generality, we can assume that 0 ≤ Wait[k] ≤ n− k for
every index k, because we can’t skip songs that don’t exist or that are already past.

For any integer k, let MaxScore(k) be the maximum score you can achieve only
from songs k through n, or equivalently, after ignoring songs 1 through k − 1. We
need to compute MaxScore(1).

For each index k, we either dance to the kth song or we don’t. Thus, the MaxScore
function obeys the following recurrence:

MaxScore(k) =

⎧

⎪

⎨

⎪

⎩

0 if k > n

max

�

Score[k] +MaxScore(k +Wait[k] + 1)

MaxScore(k + 1)

�

otherwise

We can memoize this function into an array MaxScore[1 .. n+1], which we can fill
in reverse order in O(n) time.

VoteForPedro(Score[1 .. n],Wait[1 .. n]):
MaxScore[n + 1]← 0

for k← n down to 1
Wait[k]←max{0, min{Wait[k], n− k}}
yes← Score[k] +MaxScore[k +Wait[k] + 1]
no←MaxScore[k + 1]
MaxScore[k]←max{yes,no}

return MaxScore[1]

■

Solution: Without loss of generality, we can assume that 0 ≤ Wait[k] ≤ n− k for
every index k, because we can’t skip songs that don’t exist or that are already past.

For each integer k, we define two functions:

• MaxFirst(k) is the maximum score we can achieve if song k is the first song we
dance to.

• MaxAfter(k) is the maximum score we can achieve if we do not dance to any of
the first k songs.

We need to compute MaxAfter(0). These two functions satisfy the following mutual
recurrence. To compute MaxScore(k), we need to choose the second song to dance to,
if any, if we first dance to song k.

MaxFirst(k) = Score[k] +MaxAfter(k +Wait[k])

14



CS 498 MCS Algorithms Midterm 1 Practice Solutions Fall 2026

On the other hand, after skipping the first k songs, we either dance to song k + 1 or
we don’t (unless song k + 1 doesn’t exist).

MaxAfter(k) =

(

0 if k ≥ n

max
�

MaxFirst(k + 1), MaxAfter(k + 1)
	

otherwise

We can memoize these two functions into arrays MaxFirst[1 .. n] and MaxAfter[0 .. n],
which we can fill in reverse order in O(n) time as follows:

DeliciousBass(Score[1 .. n],Wait[1 .. n]):
MaxAfter[n]← 0

for k← n down to 1
Wait[k]←max{0, min{Wait[k], n− k}}
MaxFirst[k]← Score[k] +MaxAfter[k +Wait[k]]
MaxAfter[k− 1]←max

�

MaxFirst[k], MaxAfter[k]
	

return MaxAfter[0]

■

Rubric: 10 points: standard dynamic programming rubric. These are not the only correct solu-
tions.

It is possible to design a dynamic programming algorithm that recurses on prefixes, but it’s
considerably harder.
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