
CS 498 MCS Algorithms Homework 3 Solutions Fall 2026

1. Recall that a local maximum of an array A[1 .. n] is an element A[i] such that A[i−1]< A[i]
and A[i] > A[i + 1]; in particular, for purposes of this problem, A[1] and A[n] cannot be
local maxima of A.

In class last week, we saw a recursive algorithm to compute a local maximum of any
array satisfying the boundary conditions A[1] < A[2] and A[n − 1] < A[n], in O(log n)
time. (An array that does not satisfy these boundary conditions might not have a local
maximum!) In this problem, we’ll develop a different algorithm that assumes a different
precondition.

(a) Let A[1 .. n] be an arbitrary array containing n distinct numbers. Suppose a little
birdie gives us an index k such that A[1]< A[k] and A[k]> A[n]. Prove that A must
contains a local maximum.

Solution: Suppose A[m] is the largest element of A, that is, A[m]> A[i] for all
i ̸= m. The inequalities A[1] < A[k] and A[k] > A[n] implies that m ̸= 1 and
m ̸= n, so the array elements A[m− 1] and A[m + 1] exist. We conclude that
A[m] is a local maximum. ■

Solution: Because A[1] < A[k], there must be an index i such that 1 ≤ i < k
and A[i]< A[i +1]. Symmetrically, because A[k]> A[n], there must be an index
k < j ≤ n such that A[ j − i]< A[ j]. The subarray A[i .. j] satisfies the conditions
for the local-maximum algorithm we saw in class, and therefore must contain a
local maximum. ■

(b) Now suppose we examine another array element A[ j], where 1< j < k.
i. Prove that if A[ j]< A[k], then the subarray A[ j .. n] contains a local maximum.
ii. Prove that if A[ j]> A[k], then the subarray A[1 .. k] contains a local maximum.

Solution: If A[ j] < A[k], then the array elements A[ j] < A[k] > A[n] satisfy
the conditions from part (a). Symmetrically, if A[ j]> A[k], the array elements
A[1]< A[ j]> A[k] satisfy the conditions from part (a). ■

(c) Describe and analyze an algorithm LocalMin(A, lo,mid,hi) that finds a local maximum
in the subarray A[lo ..hi], assuming A[lo] < A[mid] and A[mid] > A[hi], in O(log n)
time.

Solution: The main idea of our algorithm is to examine one new array element
A[new] as far as possible from the array elements A[lo] and A[mid] and A[hi] that
we have already examined. A[new] and A[mid] partition A into three subarrays.
Either the first two or the last two of these subarrays must comprise a subarray
that satisfies the precondition to recurse.

For example, suppose we are given A[1 .. 10] = [3,1, 4,5, 9,2, 6,8, 7,0] and
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mid = 8 as input. If we examine A[5] = 9, then we can recursively search the
subarray A[1 .. 8] = [3,1, 4,5, 9,2, 6,8]. If we examine A[4] = 5, then we can
recursively search the subarray A[4 .. 10] = [5,9, 2,6, 8, 7,0].

LocalMin(A, lo,mid,hi):
if hi− lo = 2

return mid
if mid− lo> hi− mid

left← ⌊(lo + mid)/2⌋
right← mid

else
left← mid
right← ⌊(mid + hi)/2⌋

if A[left]> A[right]
〈〈A[left]> A[right]> A[lo]〉〉
return LocalMin(A, lo, left, right)

else
〈〈A[left]< A[right]> A[hi]〉〉
return LocalMin(A, left, right,hi)

It remains only to prove that this algorithm runs in O(log n) time, where
n = hi− lo. Call an instance of LocalMin balanced if A[mid] is in the middle
third of the subarray A[lo ..hi].

let Tb(n) denote the worst-case running time of LocalMin given a balanced
instance of size n. Given any balanced instance of size n, LocalMin recurses on
a balanced instance of size at most 3n/4. The following figure shows the two
cases when mid = right; the cases for mid = left are symmetric.

lo himidleft

≥n/3perfectly balanced

lo himidleft

≥n/4 balanced

A[left] > A[mid] A[left] < A[mid]

Thus, Tb(n)≤ O(1) + Tb(3n/4), which implies Tb(n) = O(log n).
Now let Tu(n) denote the worst-case running time of LocalMin given an

unbalanced instance. Given any unbalanced instance of size n, LocalMin either
recurses on a balanced instance of size less than n (which is solved in O(log n)
time by our earlier analysis) or recurses on an instance of size at most 2n/3 that
may or may not be balanced. The following figure shows the two cases when
mid = right; the cases for mid = left are symmetric.

lo himidleft lo himidleft

perfectly balanced ≥n/3 may or may not be balanced

A[left] > A[mid] A[left] < A[mid]
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Thus, Tu(n)≤ O(1) +max
�

Tu(2n/3), O(log n)
	

. The recursion tree for Tu is a
single path of length at most log3/2 n, each of whose nodes has value 1 except the
deepest node, which has value O(log n). We conclude that Tu = O(log n). ■

This is not the only correct solution!
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(d) Extra credit: Let’s open up the big-Oh time bound! More careful analysis implies
that the algorithm we saw in class performs log2 n±O(1) comparisons and examines
2 log2 n±O(1) array elements. (In most iterations of the algorithm, each comparison
examines two array elements for the first time.)

In the worst case, how many array elements does your algorithm from part (b)
examine? Express your answer in the form c · log2 n±O(1) for some explicit constant c.
If necessary, adjust your algorithm to make the constant c as small as you can.

Solution (sketch): More careful analysis implies that LocalMin examines
2 log2 n±O(1) array elements in the worst case, just like the algorithm we saw
in class. The worst case is actually the perfectly balanced case mid = (lo+ hi)/2;
after two levels of recursion, we are left with a perfectly balanced instance of
length n/2.

There is a variant of LocalMin that examines at most logφ n + O(1) =
logφ 2 · log2 n +O(1) < 1.44043 log2 n +O(1) array elements, where φ is the
golden ratio (1 +

p
5)/2 ≈ 1.61803. The constant factor logφ 2 is the best

possible! ■
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2. Describe and analyze an algorithm that identifies the Pareto-optimal points in S as quickly
as possible. Assume the points in S are represented as two unsorted arrays X [1 .. n] and
Y [1 .. n] containing x- and y-coordinates.

Solution (like quicksort): To simplify notation, assume the points are actually given
in a single array P[1 .. n], where each P[i] stores a point with x-coordinate P[i].x
and y-coordinate P[i].y . We can convert from two separate coordinate arrays to this
array of records in O(n) time by brute force.

The following divide-and-conquer algorithm actually computes an array containing
all maximal points in P, sorted by increasing x-coordinate, in O(n logn) time. The
running time is dominated by the initial sort. We can compute the number of points
in this list in O(n) additional time.

Staircase(P[1 .. n]):
Sort P by increasing x-coordinate
QuickStair(P[1 .. n])

QuickStair(P[1 .. n]):
if n = 1

return P[1]

〈〈 Recursively construct staircases 〉〉
〈〈 of the left and right halves of P 〉〉
L[1 .. l]← QuickStair(P[1 .. ⌈n/2⌉])
R[1 .. r]← QuickStair(P[⌈n/2⌉ + 1 .. n])

〈〈 Discard points on the left staircase that lie 〉〉
〈〈 below the first point on the right staircase 〉〉
while L[l].y ≤ R[1].y

l ← l − 1

〈〈Copy to an output array and return〉〉
for i← 1 to l

M[i]← L[i]
for i← 1 to r

M[l + i]← R[i]
return M[1 .. l + r]

The running time of QuickStair obeys the standard mergesort recurrence T (n) =
2T (n/2) +O(n), so QuickStair runs in O(n log n) time.

We can achieve the same O(n log n) running time without sorting the points in
advance, by using the O(n)-time selection algorithm to Partition the points into two
equal-sized subsets, separated by a vertical line, at the start of the main QuickStair
algorithm. ■
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Solution (like mergesort): To simplify notation, assume the points are actually
given in a single array P[1 .. n], where each P[i] stores a point with x-coordinate
P[i].x and y-coordinate P[i].y . We can convert from two separate coordinate arrays
to this array of records in O(n) time by brute force.

The following algorithm actually computes an array containing all maximal points
in P, sorted from left to right. Unlike the previous solutions, this algorithm does not
begin by sorting the points. We can compute the number of points in this list in O(n)
additional time.

MergeStair(P[1 .. n]):
if n = 1

return P[1]

〈〈Recursively construct staircases of two arbitrary halves of P〉〉
A[1 .. a]← MergeStair(P[1 .. ⌈n/2⌉])
B[1 .. b]← MergeStair(P[⌈n/2⌉ + 1 .. n])

〈〈MERGE the overlapping staircases from left to right〉〉
m← 0 〈〈number of output points〉〉
i← 1; j← 1
while i + j < a + b

if j = b 〈〈we’ve finished scanning B; copy next point from A〉〉
m← m + 1; M[m]← A[i]
i← i + 1

else if i = a 〈〈we’ve finished scanning A; copy next point from B〉〉
m← m + 1; M[m]← B[ j]
j← j + 1

else if A[i].x < B[ j].x 〈〈next unscanned point is in A〉〉
if A[i].y > B[ j].y 〈〈and not hidden by next point in B〉〉

m← m + 1; M[m]← A[i]
i← i + 1

else 〈〈A[i].x > B[ j].x〉〉 〈〈next unscanned point is in B〉〉
if B[ j].y > A[i].y 〈〈and not hidden by next point in A〉〉

m← m + 1; M[m]← B[ j]
j← j + 1

return M[1 .. m]

The running time of MergeStair obeys the standard mergesort recurrence T (n) =
2T (n/2) +O(n), so MergeStair runs in O(n logn) time. ■
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Solution (sort and scan backward): The following algorithm runs in O(n logn)
time; the running time is dominated by the initial sort.

NumMaximal(X , Y ) :
Sort X and permute Y to match 〈〈= Sort the points from left to right〉〉
〈〈Scan right to left, counting new maximum y-coordinates〉〉
count← 0
maxy←−∞
for i← n down to 1

If Y [i]> maxy
count← count+ 1
maxy← Y [i]

return count

■

Solution (sort and scan forward): The following algorithm runs in O(n logn) time;
the running time is dominated by the initial sort.

NumMaximal(X , Y ) :
Sort X and permute Y to match 〈〈= Sort the points from left to right〉〉
〈〈Scan left to right〉〉
S← new stack 〈〈maintain staircase of first i points〉〉
Push(S,∞) 〈〈sentinel〉〉
for i← 1 down to∞

while Y [i]> Top(S)
Pop(S)

Push(S, Y [i])
return Size(S)− 1

■

Rubric: These are not the only correct solutions! No penalty for assuming that no two points
have the same x- or y-coordinates (like all of these model solutions).
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3. Suppose you are given an unsorted array A[1 .. n] and h indices k1 < k2 < · · ·< kh. Describe
and analyze an algorithm to find elements of A with ranks k1, k2, . . . , kh in O(n logh) time.

Solution: The following algorithm assumes that the target ranks are given in a sorted
array Rank[1 ..h]. We use the subroutine Select(A, k), which finds the element with
rank k in an unsorted array A in O(n) time. We also use the Partition subroutine
from quicksort.

MultiSelect(A[1 .. n],Rank[1 ..h]):
if h< 10
〈〈Brute force!〉〉
for i← 1 to h

Value[i]← Select(A,Rank[i])
return Value[1 .. h]

else
〈〈Select the element with the middle rank〉〉
hhalf← ⌈h/2⌉
midrank← Rank[hhalf]
midval← Select(A,hhalf)
〈〈Recursively select elements with smaller and larger ranks〉〉
Partition(A,midval) 〈〈movesmidval to A[midrank]〉〉
Vless← MultiSelect(A[1 ..midrank− 1], Rank[1 ..hhalf− 1])
Vmore← MultiSelect(A[midrank + 1 .. n], Rank[hhalf + 1 ..h])
〈〈Assemble the output array〉〉
for i← 1 to hhalf− 1

Value[i]← Vless[i]
Value[hhalf]← midval
for i← hhalf + 1 to h

Value[i]← Vmore[i − hhalf]
return Value[1 .. h]

Let T (n,h) denote the running time of this algorithm as a function of the sizes of both
input arrays. This function obeys the recurrence

T (n, h)≤ O(n) + max
1≤r≤n

�

T (r − 1,h/2) + T (n− r, h/2)
�

with the base case T (n.h) = O(n) for all h< 10. (Here r is shorthand for midrank.)
The recursion tree for T (n, h) is a balanced binary tree with depth O(log2 h), and
the total value of all nodes at each level of the recursion tree is O(n). The value
of r doesn’t actually matter! So the overall algorithm runs in O(n log h) time as
required. ■
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Standard recursive algorithm rubric: 10 points =

• 3 for a clear and correct English description of the problem that your recursive algorithm solves.

– This is unnecessary if (and only if) a precise description is already given to you. But if your
algorithm solves a more general problem, you need to describe that more general problem.
Similarly, if your algorithm requires assumptions or conditions that were unstated in the
given problem statement, you must describe those assumptions or conditions.

– An English explanation of the algorithm is not enough. We want a description ofwhat your
algorithm computes, not (here) an explanation of how it works.

• 1 for base case(s)

• 2 for correctly identifying/computing recursive subproblems (“divide”)

• 2 for correctly using the results of recursive calls (“conquer”)

• 2 for time analysis = 1 for correct recurrence + 1 for closed-form solution

This rubric applies to both divide-and-conquer and backtracking algorithms.

9





The document was declared to be of type PDF/A-4f but hasn't any attachments. LaTeX therefore added this dummy file.

