CS 498 MCS Algorithms Homework 2 Solutions Fall 2026

1. Suppose you are given an array A[1..n] of integers such that A[i]+ A[i + 1] is even for
exactly one index i. In other words, the elements of A alternate between even and odd,
except for exactly one adjacent pair that are either both even or both odd.

Describe and analyze an efficient algorithm to find the unique index i such that
A[i]+A[i + 1] is even. For example, given the following array as input, your algorithm
should return the integer 6, because A[6] +A[7] = 88 + 62 is even. (squares containing
even integers are shaded blue.)

17 :40 123 :72:39:88:62:13:40:53:92 21 :10 7368

Solution: We can solve this problem in O(logn) time using the following variant of
binary search. (Obviously there’s nothing special about the number 374 here.)

ParitySwitcH(A[1..n]):
L1 ((left index))
r—n—1  ({rightindex))

while r —¢ > 374

me«—|(L+r1)/2]

if Alm]+A[m+ 1] is even
return m

else if A[1]+A[m]+ m is odd
{{m is too small))
{—m

else ((ifA[1] +A[m]+ m s even))
{(mis too large))
rem

use brute force

Rubric: 10 points, standard recursive algorithm rubric. (The explicit English description is given
in the problem statement.) Watch for off-by-one/parity errors in the cases!
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2. A robot is lost on an n x n grid of squares. The robot started in the top left square of the
grid, and then repeatedly moved from its current square to a neighboring square.

You have a function ExaMINE(i, j) that reports either that the robot is currently in
the square in row i and column j, or that the robot has never visited that square, or the
direction that the robot left that square, using one of the values HERE, Up, DowN, LEFT,
RIGHT, or NEVER.

Describe an efficient algorithm to find the robot, and analyze the number of grid squares
your algorithm ExaMINES in the worst case.

Solution: We use a high-level strategy similar to binary search: Cut the grid in half,
somehow test which half of the grid contains the robot, and then recursively search
that half of the grid. Because we are searching a two-dimensional grid instead of a
one-dimensional array, we cannot cut the grid at a single element; instead, we cut
along a horizontal or vertical line from one side of the grid to another.

For example, in the figure below, we first cut the grid using a vertical line and
recursively search the left half. At the next level of recursion, we cut along a horizontal
line and recurse in the lower half. At the next level, we cut along a vertical line and
recursive in the right half. At the last level shown in the figure we cut horizontally
and recurse in the top half.

Even before we figure out exactly how to tell which half of the grid contains the
robot, it’s reasonable to guess that the time required for that test will depend on the
length of the cut. Alternating between horizontal and vertical cuts ensures that the
cuts get shorter in deeper levels of recursion. In particular, the cut length shrinks by a
factor of 2 every two levels of recursion. So it looks like we’re aiming for a decreasing
geometric series, dominated by the first cut.

Suppose we have a magic subroutine called INSIDE that reports whether the robot
lies inside a rectangular region in the grid. Then the following algorithm finds the
robot; the input parameters are the indices of the top and bottom rows and the
leftmost and rightmost columns of a rectangle that is guaranteed to contain the robot.
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FinDRoBoT(top, bot, left, right):

if top = bot and left = right {(only one grid square))
return (top, left)

else if right — left > bot — top {(width = height))
mid « | (right — left) /2] {(cut with a vertical line))

if INsIDE(top, bot, left, mid)
return FINDRoBOT(top, bot, left, mid)

else
return FINDRoBOT(top, bot, mid + 1, right)
else {(width < height))
mid « | (bot —top)/2] {{(cut with a horizontal line))

if INsIDE(top, mid, left, right)

return FINDRoBOT(top, mid, left, right)
else

return FINDRoBoT(mid + 1, bot, left, right)

To implement INSIDE, we EXAMINE every grid square that touches the boundary
of the given rectangle R. If the robot lies in one of the ExamINEd grid squares, then
we can immediately report its location. Otherwise, let numin be the number of grid
squares just outside R that point into R, and let numout be the number of grid squares
just inside R that point out of R. There are four cases to consider:

* If R contains the top left grid square, then
— either numin = numout and the robot is inside R,
— or numin = numout — 1 and the robot is outside R.
e If R does not contain the top left grid square, then

— either numin = numout and the robot is outside R,
— or numin = numout + 1 and the robot is inside R.

For example, in the following figure, Examining the yellow squares gives us numin = 3
(indicated by red arrows) and numout = 2 (indicated by blue arrows), so the robot
must be inside the green rectangle.
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Each invocation of INSIDE(R) EXAMINES at most 4h + 4w squares, where h is the
height of R and w is the width of R. Let T(h,w) denote the number of squares
ExamINEd by FINDROBOT on a rectangle of height h and width w. this function
satisfies the following recurrence:

0 ifh=1landw=1
T(h,w) << 4h+2w+T(h,w/2) ifw>h
2h+4w+T(h/2,w) ifh>w

We need to find T(n, n). The previous recurrence implies T(n,n) < O(n)+T(n/2,n/2)
with the base case T(1,1) = 0. The recursion tree for this simpler recurrence is a
single path whose nodes define a descending geometric series. We conclude that the
overall algorithm Examines O(n) grid squares. [ |

The design and analysis of this algorithm are both deliberately loose. In practice, we
don’t actually ExaMINE squares outside the n x n grid; we do not need to EXAMINE
some squares on the boundary of the grid, and most importantly, we should never
ExXAMINE the same grid square more than once. With more care, the number of calls
to EXAMINE can be reduced from roughly 20n to roughly 6n.

This is also far more detail than necessary for full credit.

Rubric: 10 points =27 for high-level divide-and-conquer strategy + 2% for FINDROBOT details +
2 for INSIDE details + 2%z for time analysis. This is not the only correct solution!

Always cutting horizontally or always cutting vertically yields an O(n log n)-time algorithm worth
8 points; scale partial credit.

The O(n) running time of this algorithm is the best possible. If your algorithm runs in sublinear
time (and in particular, if it runs in O(log n) time), it cannot be correct. ExamiNing only O(1) cells
at the center of the grid is not enough to narrow the search space by a constant factor.




CS 498 MCS Algorithms Homework 2 Solutions Fall 2026

*3. In class on Tuesday, we developed an algorithm to compute the median of the union of
two sorted arrays size n in O(logn) time.

But now suppose we are given three sorted arrays A[1..n], B[1..n], and C[1..n].
Describe and analyze an algorithm to compute the median of AUB U C in O(logn) time.
You can assume the arrays contain 3n distinct integers.

Some of you may find it easier to think about the more general Selection problem that
seeks to find the element a given rank k.

Solution (via selection): I'll describe a recursive algorithm for the more general
selection problem: Given three sorted arrays A, B, C and an integer k, find the kth
smallest element of AU B U C. My algorithm is based on two simple observations:

 If the target element is in A, it must be one of the first k elements of A, and
similarly for the other two arrays.

e At least one of the three arrays has [k/3] elements smaller than the target
element.

Although the input arrays for the original median problem have the same size, our
recursive calls will not keep the sizes equal, so we must explicitly consider input arrays
with different sizes.

SeLECT3(A[1..a],B[1..b],C[1..c],k):
ifk>a+b+c
return ERROR!
ifk=1
return min{A[1],B[1],C[1]}
((safely grab the [k /3]th element of each array))
i [k/3]
if i > a then aval < oo else aval <+ A[i]
if i > b then bval « oo else bval « B[i]
if i > ¢ then cval « oo else cval « A[i]

((discard [k /3] elements smaller than the target))
if min{aval, bval, cval} = aval

return SELECT3(A[i+ 1..a], B, C, k—1i)
else if min{aval, bval, cval} = bval

return SELECT3(A, B[i+1..b], C, k—1)
else ((min{aval, bval, cval} = cval))

return SELECT3(4A, B, C[i+1..c], k—1i)

Let T (k) denote the running time of this algorithm as a function of the target rank k (not
the input size a+ b+c). Each recursive call passes k—[k/3] = [2k/3], so this function
satisfies the recurrence T (k) = O(1) + T(2k/3), which implies T (k) = O(logk).

The function call SELECT3(A, B, C,[3n/2]) computes the median of the original
n-element arrays. This call to SELEcT3 runs in O(log(3k/2)) = O(logn) time. [ ]
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Solution (directly = the hard way): As in the two-array problem, our main strategy
is to repeatedly throw away two equal-size subarrays, one larger than the median and
the other smaller than the median. In each iteration, we discard a constant fraction
of at least one of the three arrays, not necessarily of the whole input. After O(logn)
iterations, all arrays have constant size, and we can find the median by brute force.

Although the original input arrays all have the same size, our recursive calls will
not keep the sizes equal, so we must explicitly consider input arrays with different
sizes. So suppose our input consists of three sorted arrays A[1..a], B[1..b], C[1..c].
Let N=a+ b+ cand M =[N/2]. We define the median of AUB U C to be its Mth
smallest element. Without loss of generality, we can assume a < b < c; if not, permute
the variable names.

There are two cases to consider, depending on the size of the smallest of the three
arrays. I have deliberately not even tried to optimize the specific constants.

* First, suppose a < 5. We use a subroutine SMALLER(x,Y ), which finds the
number of elements in a sorted array Y that are smaller than x using binary search.
The rank of A[1] in AUBUC is equal to i + SMALLER(A[ 1], B)+SMALLER(A[ 1], C).
Thus, we can compute the rank of A[i] in O(log N) time.

If any element A[i] has rank M, we can immediately return that element
as the median of AUB U C. Otherwise, suppose a~ elements of A have rank
less than M and a™ elements of A have rank greater than M. We discard the
largest a~ elements and the smallest a* elements of B U C, to obtain two smaller
arrays B and C’. Then the median of AUB UC is equal to the median of B'UC’,
which we can compute in O(log N) time using the algorithm presented in class.

* On the other hand, suppose a > 5. In this case, we discard elements from some
pair of arrays, as suggested by the following figure:

=1 = — —
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—— . — R S i ——

Leti=[a/2], j=[b/2] and k = [c/2], and sort the elements A[i], B[j], and
C[k]. There are six nearly identical cases to consider.

— If A[i] < B[j] < C[k], we discard the bottom i — 1 elements of A and the
top i — 1 elements of C and recurse.

— If A[i] < C[k] < B[j], we discard the bottom i — 1 elements of A and the
top i — 1 elements of B and recurse.

- If C[k] < A[i] < B[j], we discard the top b— j elements of B and the bottom
b —j elements of C and recurse.

- If C[k] < B[j] < A[i], we discard the top a—1i elements of A and the bottom
a—1 elements of C and recurse.




CS 498 MCS Algorithms Homework 2 Solutions Fall 2026

- If B[j] < C[k] < A[i], we discard the top a —i elements of A and the bottom
a—1i elements of B and recurse.

- If B[j] < A[i] < C[k], we discard the bottom j — 1 elements of B and the
top j — 1 elements of C and recurse.

In each case, we discard the same number of elements above and below
median(AU B U C), so the median element does not change. Moreover, in
each case, we discard roughly half of one of the three arrays. Thus, we spend at
most O(log N) time in this case before falling to the previous case.

In both cases, the algorithm runs in O(log N) time, as required. |

Rubric: 10 points, standard recursive algorithm rubric
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Standard recursive algorithm rubric: 10 points =

» 3foraclearand correct English description of the problem that your recursive algorithm solves.

— Thisis unnecessary if (and only if) a precise description is already given to you. But if your
algorithm solves a more general problem, you must describe that more general problem.
Similarly, if your algorithm requires assumptions or conditions that were unstated in the
given problem statement, you must describe those assumptions or conditions.

— An English explanation of the algorithm is not enough. We want a description of what your
algorithm computes, not (here) an explanation of how it works.

¢ 1forbase case(s)

2 for correctly identifying/computing recursive subproblems (“divide”)
2 for correctly using the results of recursive calls (“conquer”)

» 2 fortime analysis = 1 for correct recurrence + 1 for closed-form solution

This rubric applies to both divide-and-conquer and backtracking algorithms.
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