
CS 498 MCS Algorithms 6 Fall 2026
2 Homework 3 1

Due Tuesday, September 22, 2026 at 9pm Central Time

• Submit your solutions electronically on Gradescope as PDF files.

– Submit a separate PDF file for each numbered problem.

– You can find a LATEX solution template on the course web site, which we encourage
you to use to typeset your homework.

– If you plan to submit scanned handwritten solutions, please use dark ink (not pencil)
on white unlined paper (not notebook or graph paper), and use a scanner or a
scanning app to create a high-quality PDF for submission (not a raw photo). We
reserve the right to reject submissions that are difficult to read.

– If you plan to use a tablet and a note-taking app, please make sure your submitted
PDF is broken into standard US-letter sized pages (not a long scroll).

• For each numbered problem, your solution must include three explicit declarations.

– Sources: Every source you consulted, either paper or electronic, excluding the official
course materials. (If you did not consult any external sources, write “None.”)

– Collaborators: Every person you worked with, excluding the instructors and the
homework group listed on the first page of your soultion. (If you did not work with
any other people, write “None.”)

– AI use: An explicit list of every AI tool that you used, and exactly how you used it. (If
you did not use any AI tools, write “None.”)

Solutions without all three declarations will not be graded.

See the course web site for more information.

If you have any questions about these policies,
please don’t hesitate to ask in lecture, in office hours, or online.



CS 498 MCS Algorithms Homework 3 (due September 22) Fall 2026

1. Recall that a local maximum of an array A[1 .. n] is an element A[i] such that A[i−1]< A[i]
and A[i] > A[i + 1]; in particular, for purposes of this problem, A[1] and A[n] cannot be
local maxima of A.

In class last week, we saw a recursive algorithm to compute a local maximum of any
array satisfying the boundary conditions A[1] < A[2] and A[n − 1] < A[n], in O(log n)
time. (An array that does not satisfy these boundary conditions might not have a local
maximum!) In this problem, we’ll develop a different algorithm that assumes a different
precondition.

(a) Let A[1 .. n] be an arbitrary array containing n distinct numbers. Suppose a little
birdie gives us an index k such that A[1]< A[k] and A[k]> A[n]. Prove that A must
contains a local maximum.

(b) Now suppose we examine another array element A[ j], where 1< j < k.
i. Prove that if A[ j]< A[k], then the subarray A[ j .. n] contains a local maximum.
ii. Prove that if A[ j]> A[k], then the subarray A[1 .. k] contains a local maximum.

(c) Describe and analyze an algorithm LocalMin(A, lo,mid,hi) that finds a local maximum
in the subarray A[lo ..hi], assuming A[lo] < A[mid] and A[mid] > A[hi], in O(log n)
time.

(d) Extra credit: Let’s open up the big-Oh time bound! More careful analysis implies
that the algorithm we saw in class performs log2 n±O(1) comparisons and examines
2 log2 n±O(1) array elements. (In most iterations of the algorithm, each comparison
examines two array elements for the first time.)

In the worst case, how many array elements does your algorithm from part (b)
examine? Express your answer in the form c ·log2 n±O(1) for some explicit constant c.
If necessary, adjust your algorithm to make the constant c as small as you can.

2. Let S be an arbitrary set of n points in the plane with distinct x- and y-coordinates. A
point p in S is Pareto-optimal if no other point in S is both above and to the right of p. All
Pareto-optimal points lie on the boundary of the staircase of S, which is the set of all points
in the plane (not just in S) that have at least one point in S both above and to the right.

A set of points in the plane and its staircase (shaded), with Pareto-optimal points in black.

Describe and analyze an algorithm that identifies the Pareto-optimal points in S as
quickly as possible. Assume the points in S are represented as two unsorted arrays X [1 .. n]
and Y [1 .. n] containing x- and y-coordinates.

We encourage you to use divide-and-conquer here, but a divide-and-conquer algorithm
is not required for full credit.
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3. Suppose you are given an unsorted array A[1 .. n] and h indices k1 < k2 < · · ·< kh. Describe
and analyze an algorithm to find elements of A with ranks k1, k2, . . . , kh in O(n log h) time.

Recall that we can Select the element of A with any given rank k in O(n) time; see
section 1.8 in the textbook. So solving this problem in O(nh) time is straightforward. We
can also solve this problem in O(n log n) time by sorting A and then returning the elements
A[k1],A[k2], . . . ,A[kh], which is faster whenever h ≫ log n. Your goal is to design an
algorithm that is faster than both of these algorithms when h≪ log n.

For example, suppose h = Θ(log log n). Then the O(nh)-time algorithm runs in
O(n log log n) time, which is faster than the sorting-based algorithm, but the algorithm we
want you to design runs in O(n log log log n) time, which is even faster.

Note that one of the additional practice problems is the same as this one but with more
interesting phrasing.

Additional practice problems (not for submission)

Feel free to ask us about these problems after class, in office hours, or on Ed Discussion!

4. Suppose you are given k sorted arrays A1,A2, . . . ,Ak each of which contains n numbers.
Assume that all kn numbers in these arrays are distinct. Describe and analyze an algorithm
to merge these k sorted arrays into a single sorted array of length kn, in O(kn log k) time.
[Hint: Recall from class (or Jeff’s textbook) that we can Merge two sorted arrays of sizes
n1 and n2 into a single sorted array of size n1 + n2 in O(n1 + n2) time. You may use this
Merge algorithm as a black box.]

5. Suppose we are given two sets of n points, one set {p1, p2, . . . , pn} on the line y = 0 and
the other set {q1, q2, . . . ,qn} on the line y = 1. Consider the n line segments connecting
each point pi to the corresponding point qi. Describe and analyze a divide-and-conquer
algorithm to determine how many pairs of these line segments intersect, in O(n log n) time.
See the example below.

q1 q4 q7 q3q5 q2 q6

p1 p4p7 p3 p5p2p6
Seven segments with endpoints on parallel lines, with 11 intersecting pairs.

Your input consists of two arrays P[1 .. n] and Q[1 .. n] of x-coordinates; you may
assume that all 2n of these numbers are distinct. No proof of correctness is necessary, but
you should justify the running time.

6. Consider n intervals I1, I2, . . . , In, where each interval Ii is specified by its endpoints ai

and bi, where ai ≤ bi. Two intervals Ii = [ai , bi] and I j = [a j , b j] overlap if there is a
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number x such that ai ≤ x ≤ bi and ai ≤ x ≤ bi. The overlap length of two intervals Ii

and I j is the length of their intersection:

max
�

0, min{bi , b j} −max{ai , a j}
	

You may want to draw a picture to see the meaning of the formula.

Describe and analyze and algorithm to find two intervals Ii and I j with the largest
overlap length. You can assume that the intervals are specified in two arrays A[1 .. n] and
B[1 .. n] where A[i] = ai and B[i] = bi .

[Hint: An O(n2)-time algorithm is straightforward, but you can do better! First
consider the conceptually easier setting where the 2n endpoints ai and bi are all distinct.]

7. You would like to do some data analysis. Suppose you are given the income of n people as
unsorted array A[1 .. n], where A[i] is the income of person i.

(a) Describe an O(n)-time algorithm that determines whether the total income of the top
2% of earners is more than ten times the total income of the bottom 80% of earners.
Assume for simplicity that n is a multiple of 100 and that all numbers in A are distinct.
[Hint: There is a simple O(n log n)-time algorithm based on sorting, but you can do
better!]

(b) More generally you may want to compute some additional statistics. Now suppose
in addition to the array A, you are given a second array P[1 .. k], where each P[i] is
an integer between 0 and 100, and you want compute the total earnings of the top
P[i]% of earners for each index 1≤ i ≤ k.

Assume for simplicity that n is a multiple of 100, so that n · P[i]/100 is an integer
for each index i. Describe an algorithm that solves this problem in O(n log k) time.

[Hint: Once again, there is a simple sorting-based algorithm that solves this
problem in O(n log n) time, but O(n log k) time is faster when k is small. An O(nk)-
time algorithm using linear-time selection is also relatively easy.]

8. The greatest common divisor of two positive integers x and y, denoted gcd(x , y), is the
largest integer d such that both x/d and y/d are integers. Euclid’s Elements, written
around 300bce, describes the following algorithm to compute gcd(x , y). (I’ve written the
same algorithm both recursively and iteratively.)

EuclidGCD(x , y):
if x = y

return x
else if x > y

return EuclidGCD(x − y, y)
else

return EuclidGCD(x , y − x)

EuclidGCD(x , y):
while x ̸= y

if x > y
x ← x − y

else
y ← y − x

return x

(a) How many subtractions does EuclidGCD(x , y) perform in the worst case, as a
function of x and y?
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(b) Now suppose x and y are represented as explicit arrays X [1 .. m] and Y [1 .. n] of
digits. Subtracting two numbers, each with at most k digits, takes O(k) time. What
is the worst-case running time of EuclidGCD(x , y) as a function of m and n?

Now consider the following faster variant of Euclid’s algorithm, again expressed both
recursively and iteratively. (Both formulations of the algorithm assume x > 0.)

FastEuclidGCD(x , y):
if y = 0

return x
else

return FastEuclidGCD(y, x mod y)

FastEuclidGCD(x , y):
while y > 0

z← x mod y
x ← y
y ← z

return x

(c) How many mod operations does FastEuclidGCD(x , y) perform in the worst case, as
a function of x and y? [Hint: Prove that if x ≥ y then x mod y < x/2.]

(d) Now suppose x and y are represented as explicit arrays X [1 .. m] and Y [1 .. n] of digits.
Computing a mod b using long division, when a and b each have at most k digits,
takes O(k2) time. What is the worst-case running time of FastEuclidGCD(x , y) as a
function of m and n?

(e) It is possible to compute a mod b in O(klg 3) time using Karatsuba’s multiplication
algorithm, when a and b each have at most k digits. What is the worst-case running
time of FastEuclidGCD(x , y) if we using this faster mod algorithm?

(f) Suppose someone discovers a magical algorithm to compute a mod b in O(k) time,
when a and b each have at most k digits. What is the worst-case running time of
FastEuclidGCD(x , y) if we use this magical mod algorithm?

Finally, consider the following “binary GCD” algorithm. This algorithm was first published
in its modern form by Josef Stein in 1967, but a version of it appears in the Chinese treatise
Nine Chapters on the Mathematical Art, which was finalized only one or two centuries after
Euclid’s Elements.

BinaryGCD(x , y):
if x = y

return x
else if x and y are both even

return 2 · BinaryGCD(x/2, y/2)
else if x is even

return BinaryGCD(x/2, y)
else if y is even

return BinaryGCD(x , y/2)
else if x > y 〈〈both x and y are odd〉〉

return BinaryGCD(x − y, y)
else

return BinaryGCD(x , y − x)

(g) How many subtractions and halving operations does BinaryGCD(x , y) perform in
the worst case, as a function of x and y?
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(h) Now suppose x and y are represented as explicit arrays X [1 .. m] and Y [1 .. n] of
digits. As in part (b), subtracting two numbers, each with at most k digits, takes O(k)
time. Similarly, halving a k-digit number takes O(k) time. What is the worst-case
running time of BinaryGCD(x , y), as a function of m and n?

Standard recursive algorithm rubric. 10 points =

• 3 for a clear and correct English description of the problem that your recursive algorithm solves.

– This is unnecessary if (and only if) a precise description is already given to you. But if your
algorithm solves a more general problem, you need to describe that more general problem.
Similarly, if your algorithm requires assumptions or conditions that were unstated in the
given problem statement, youmust describe those assumptions or conditions.

– An English explanation of the algorithm is not enough. We want a description ofwhat your
algorithm computes, not (here) an explanation of how it works.

• 1 for base case(s)

• 2 for correctly identifying/computing recursive subproblems (“divide”)

• 2 for correctly using the results of recursive calls (“conquer”)

• 2 for time analysis = 1 for correct recurrence + 1 for closed-form solution

This rubric applies to both divide-and-conquer and backtracking algorithms.
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